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New sections for inclusion in the KMIP Specification 

Client to Server Operations (Section 4):  Re-key Key Pair
This operation is used to generate a replacement key pair for an existing public/private key pair.  It is analogous to the Create Key Pair operation, except that attributes of the replacement key pair are copied from the existing key pair, with the exception of the attributes listed in Table yy.

As replacement of the key pair takes over the name attribute for the existing public/private key pair, Re-key Key Pair SHOULD only be performed once on a given key pair.

As a result of the Re-Key Key Pair operation the Link Attribute for both the public key and private key objects are updated to point to the replacement public and private key, respectively.

The server SHALL copy the Private Key Unique Identifier of the replacement private key returned by this operation into the ID Placeholder variable. 

An Offset MAY be used to indicate the difference between the Initialization Date and Activation Date of the replacement private key pair.  If the Offset is set and the dates exist for the existing private key, then the dates of the replacement private key pair SHALL be set based on the dates of the existing key pair as follows:

	Attribute in Existing Key
	Attribute in Replacement Key

	Initial Date (IT1)
	Initial Date (IT2) > IT1

	Activation Date (AT1)
	Activation Date (AT2) =  IT2+ Offset

	Deactivation Date (DT1)
	Deactivation Date = DT1+(AT2- AT1)


Table xx: Computing New Dates from Offset during Re-key Key Pair
Attributes that are not copied from the existing key pair and which are handled in a specific way are:
	Attribute
	Action

	Initial Date, see 3.18
	Set to the current time

	Destroy Date, see 3.23
	Not set

	Compromise Occurrence Date, see 3.24
	Not set

	Compromise Date, see 3.25
	Not set

	Revocation Reason, see 3.26
	Not set

	Private Key Unique Identifier, see 3.1
	New value generated

	Public Key Unique Identifier, see 3.1
	New value generated

	Usage Limits, see 3.16
	The Total Bytes/Total Objects value is copied from the existing key pair, while the Byte Count/Object Count values are set to the Total Bytes/Total Objects.

	Name, see 3.2
	Set to the name(s) of the existing public/private keys; all name attributes of the existing public/private keys are removed.

	State, see 3.17
	Set based on attributes values, such as dates, as shown in Table 113

	Digest, see 3.12
	Recomputed for both replacement public and private keys from the new public and private key values

	Link, see 3.29
	Set to point to the existing public/private keys as the replaced public/private keys

	Last Change Date, see 3.32
	Set to current time


Table yy: Re-key Key Pair Attribute Requirements

	Request Payload

	Object
	REQUIRED
	Description 

	Private Key Unique Identifier, see 3.1
	No
	Determines the existing Asymmetric key pair to be re-keyed.  If omitted, then the ID Placeholder is substituted by the server.

	Offset
	No
	An Interval object indicating the difference between the Initialization date and the Activation Date of the replacement key pair to be created.

	Common Template-Attribute, see 2.1.8
	No
	Specifies desired attributes in templates and/or as individual attributes that apply to both the Private and Public Key Objects.

	Private Key Template-Attribute, see 2.1.8
	No
	Specifies templates and/or attributes that apply to the Private Key Object. Order of precedence applies.

	Public Key Template-Attribute, see 2.1.8
	No
	Specifies templates and/or attributes that apply to the Public Key Object. Order of precedence applies.


Table zz: Re-Key Key Pair Request Payload

For multi-instance attributes, the union of the values found in the templates and attributes of the Common, Private, and Public Key Template-Attribute is used. For single-instance attributes, the order of precedence is as follows:

1. attributes specified explicitly in the Private and Public Key Template-Attribute, then

2. attributes specified via templates in the Private and Public Key Template-Attribute, then

3. attributes specified explicitly in the Common Template-Attribute, then

4. attributes specified via templates in the Common Template-Attribute

If there are multiple templates in the Common, Private, or Public Key Template-Attribute, then the subsequent value of the single-instance attribute takes precedence.

	Response Payload

	Object
	REQUIRED
	Description 

	Private Key Unique Identifier, see 3.1
	Yes
	The Unique Identifier of the newly created replacement Private Key object.

	Public Key Unique Identifier, see 3.1
	Yes
	The Unique Identifier of the newly created replacement Public Key object.

	Private Key Template-Attribute, see 2.1.8 
	No
	An OPTIONAL list of attributes, for the Private Key Object, with values that were not specified in the request, but have been implicitly set by the key management server.

	Public Key Template-Attribute, see 2.1.8 
	No
	An OPTIONAL list of attributes, for the Public Key Object, with values that were not specified in the request, but have been implicitly set by the key management server.


Table aa: Re-Key Key Pair Response Payload

Error Handling (Section 11):  Re-key Key Pair
	Error Definition
	Result Status
	Result Reason

	No object with the specified Unique Identifier exists
	Operation Failed
	Item Not Found

	Object specified is not able to be re-keyed
	Operation Failed
	Permission Denied

	Offset field is not permitted to be specified at the same time as any of the Activation Date or Deactivation Date attributes
	Operation Failed
	Invalid Message

	Cryptographic error during re-key
	Operation Failed
	Cryptographic Failure

	The particular Application Namespace is not supported, and Application Data cannot be generated if it was omitted from the client request
	Operation Failed
	Application Namespace Not Supported

	Object is archived
	Operation Failed
	Object Archived


Table bb: Re-key Key Pair Errors

Proposed Updates to the KMIP Specification 

References to the new Re-key Key Pair operation need to be added to the following tables within the KMIP Specification:

Table 33, 35, 37, 39, 41, 43, 46, 56, 58, 59, 65, 67, 69, 71, 73, 75, 81, 93, 97, 99, 101,103, 220 and 254
Sections 3.29, 4 and 4.9 of the KMIP specification need to be update to accommodate for the introduction of this new Re-key Key Pair operation.
3.29 Link
The Link attribute is a structure (see Table 9) used to create a link from one Managed Cryptographic Object to another, closely related target Managed Cryptographic Object. The link has a type, and the allowed types differ, depending on the Object Type of the Managed Cryptographic Object. The Linked Object Identifier identifies the target Managed Cryptographic Object by its Unique Identifier. The link contains information associated between the Managed Cryptographic Objects (e.g., the private key corresponding to a public key; the parent certificate for a certificate in a chain; or for a derived symmetric key, the base key from which it was derived).

Possible values of Link Type in accordance with the Object Type of the Managed Cryptographic Object are:

· Private Key Link. For a Public Key object: the private key corresponding to the public key.
· Public Key Link. For a Private Key object: the public key corresponding to the private key. For a Certificate object: the public key contained in the certificate.
· Certificate Link. For Certificate objects: the parent certificate for a certificate in a certificate chain. For Public Key objects: the corresponding certificate(s), containing the same public key. 

· Derivation Base Object Link for a derived Symmetric Key object: the object(s) from which the current symmetric key was derived.
· Derived Key Link: the symmetric key(s) that were derived from the current object.

· Replacement Object Link. For a Symmetric Key, an Asymmetric Private Key or an Asymmetric Public Key object: the key that resulted from the re-key of the current key. For a Certificate object: the certificate that resulted from the re-certify. Note that there SHALL be only one such replacement object.

· Replaced Object Link. For a Symmetric Key, an Asymmetric Private Key or an Asymmetric Public Key object: the key that was re-keyed to obtain the current key. For a Certificate object: the certificate that was re-certified to obtain the current certificate.
The Link attribute SHOULD be present for private keys and public keys for which a certificate chain is stored by the server, and for certificates in a certificate chain.

Note that it is possible for a Managed Object to have multiple instances of the Link attribute (e.g., a Private Key has links to the associated certificate as well as the associated public key; a Certificate object has links to both the public key and to the certificate of the certification authority (CA) that signed the certificate).

It is also possible that a Managed Object does not have links to associated cryptographic objects. This MAY occur in cases where the associated key material is not available to the server or client (e.g., the registration of a CA Signer certificate with a server, where the corresponding private key is held in a different manner).

	Object
	Encoding
	REQUIRED

	Link
	Structure
	Yes

	Link Type
	Enumeration
	Yes

	Linked Object Identifier
	Text String
	Yes


Table 9: Link Attribute Structure

	SHALL always have a value
	No

	Initially set by
	Client or Server

	Modifiable by server
	Yes

	Modifiable by client
	Yes

	Deletable by client
	Yes

	Multiple instances permitted
	Yes

	When implicitly set
	Create Key Pair, Derive Key, Certify, Re-certify, Re-key, Re-Key Key Pair

	Applies to Object Types
	All Cryptographic Objects


Table 10: Link Attribute Structure Rules

4 Client-to-Server Operations

The following subsections describe the operations that MAY be requested by a key management client. Not all clients have to be capable of issuing all operation requests; however any client that issues a specific request SHALL be capable of understanding the response to the request. All Object Management operations are issued in requests from clients to servers, and results obtained in responses from servers to clients. These operations MAY be combined into a batch, which allows multiple operations to be contained in a single request/response message pair.

A number of the operations whose descriptions follow are affected by a mechanism referred to as the ID Placeholder.

The key management server SHALL implement a temporary variable called the ID Placeholder. This value consists of a single Unique Identifier. It is a variable stored inside the server that is only valid and preserved during the execution of a batch of operations. Once the batch of operations has been completed, the ID Placeholder value is discarded and/or invalidated by the server, so that subsequent requests do not find this previous ID Placeholder available.

The ID Placeholder is obtained from the Unique Identifier returned in response to the Create, Create Pair, Register, Derive Key, Re-Key, Re-Key Key Pair, Certify, Re-Certify, Locate, and Recover operations. If any of these operations successfully completes and returns a Unique Identifier, then the server SHALL copy this Unique Identifier into the ID Placeholder variable, where it is held until the completion of the operations remaining in the batched request or until a subsequent operation in the batch causes the ID Placeholder to be replaced. If the Batch Error Continuation Option is set to Stop and the Batch Order Option is set to true, then subsequent operations in the batched request MAY make use of the ID Placeholder by omitting the Unique Identifier field from the request payloads for these operations.

Requests MAY contain attribute values to be assigned to the object. This information is specified with a Template-Attribute (see Section 2.1.8) that contains zero or more template names and zero or more individual attributes. If more than one template name is specified, and there is a conflict between the single-instance attributes in the templates, then the value in the subsequent template takes precedence. If there is a conflict between the single-instance attributes in the request and the single-instance attributes in a specified template, then the attribute values in the request take precedence. For multi-value attributes, the union of attribute values is used when the attributes are specified more than once. 

Responses MAY contain attribute values that were not specified in the request, but have been implicitly set by the server. This information is specified with a Template-Attribute that contains one or more individual attributes.

For any operations that operate on Managed Objects already stored on the server, any archived object SHALL first be moved back on-line through a Recover operation (see Section 4.22) before they MAY be specified (i.e., as on-line objects).

4.9 Check
This operation requests that the server check for the use of a Managed Object according to values specified in the request. This operation SHOULD only be used when placed in a batched set of operations, usually following a Locate, Create, Create Pair, Derive Key, Certify, Re-Certify Re-Key or Re-Key Key Pair operation, and followed by a Get operation. The Unique Identifier field in the request MAY be omitted if the operation is in a batched set of operations and follows an operation that sets the ID Placeholder variable.

If the server determines that the client is allowed to use the object according to the specified attributes, then the server returns the Unique Identifier of the object.

If the server determines that the client is not allowed to use the object according to the specified attributes, then the server invalidates the ID Placeholder value and does not return the Unique Identifier, and the operation returns the set of attributes specified in the request that caused the server policy denial. The only attributes returned are those that resulted in the server determining that the client is not allowed to use the object, thus allowing the client to determine how to proceed. The operation also returns a failure, and the server SHALL ignore any subsequent operations in the batch.

The additional objects that MAY be specified in the request are limited to:

· Usage Limits Byte Count or Usage Limits Object Count (see Section 3.16) – The request MAY contain the usage amount that the client deems necessary to complete its needed function. This does not require that any subsequent Get Usage Allocation operations request this amount. It only means that the client is ensuring that the amount specified is available.

· Cryptographic Usage Mask – This is used to specify the cryptographic operations for which the client intends to use the object (see Section 3.14). This allows the server to determine if the policy allows this client to perform these operations with the object. Note that this MAY be a different value from the one specified in a Locate operation that precedes this operation. Locate, for example, MAY specify a Cryptographic Usage Mask requesting a key that MAY be used for both Encryption and Decryption, but the value in the Check operation MAY specify that the client is only using the key for Encryption at this time.

· Lease Time – This specifies a desired lease time (see Section 3.15). The client MAY use this to determine if the server allows the client to use the object with the specified lease or longer. Including this attribute in the Check operation does not actually cause the server to grant a lease, but only indicates that the requested lease time value MAY be granted if requested by a subsequent, batched, Obtain Lease operation.

Note that these objects are not encoded in an Attribute structure as shown in Section 2.1.1.
	Request Payload

	Object
	REQUIRED
	Description 

	Unique Identifier, see 3.1
	No
	Determines the object being checked. If omitted, then the ID Placeholder is substituted by the server.

	Usage Limits Byte Count, see 3.16
	No
	Specifies the number of bytes to be protected to be checked against server policy. SHALL NOT be present if Usage Limits Object Count is present.

	Usage Limits Object Count, see 3.16
	No
	Specifies the number of objects to be protected to be checked against server policy. SHALL NOT be present if Usage Limits Byte Count is present.

	Cryptographic Usage Mask, see 3.14
	No
	Specifies the Cryptographic Usage for which the client intends to use the object.

	Lease Time, see 3.15
	No
	Specifies a Lease Time value that the Client is asking the server to validate against server policy.


Table 129: Check Request Payload

	Response Payload

	Object
	REQUIRED
	Description 

	Unique Identifier, see 3.1
	Yes
	The Unique Identifier of the object.

	Usage Limits Byte Count, see 3.16
	No
	Returned by the Server if the Usage Limits value specified in the Request Payload is larger than the value that the server policy allows. SHALL NOT be present if Usage Limits Object Count is present.

	Usage Limits Object Count, see 3.16
	No
	Returned by the Server if the Usage Limits value specified in the Request Payload is larger than the value that the server policy allows. SHALL NOT be present if Usage Limits Byte Count is present.

	Cryptographic Usage Mask, see 3.14
	No
	Returned by the Server if the Cryptographic Usage Mask specified in the Request Payload is rejected by the server for policy violation.

	Lease Time, see 3.15
	No
	Returned by the Server if the Lease Time value in the Request Payload is larger than a valid Lease Time that the server MAY grant.


Table 130: Check Response Payload

The encodings of the Usage limits Byte and Object Counts is as shown in Section 3.16.
Updates to the KMIP Usage Guide

Sections 3.19, 3.32 and 4 of the KMIP Usage Guide need to be updated in light of addition of the new Re-key Key Pair Operation:

3.19 ID Placeholder
A number of operations are affected by a mechanism referred to as the ID Placeholder. This is a temporary variable consisting of a single Unique Identifier that is stored inside the server for the duration of executing a batch of operations. The ID Placeholder is obtained from the Unique Identifier returned by certain operations; the applicable operations are identified in Table 1, along with a list of operations that accept the ID Placeholder as input.



	 Operation
	ID Placeholder at the beginning of the operation
	ID Placeholder upon completion of the operation (in case of operation failure, a batch using the ID Placeholder stops)

	Create
	-
	ID of new Object

	Create Key Pair
	-
	ID of new Private Key (ID of new Public Key may be obtained via a Locate)

	Register
	-
	ID of newly registered Object

	Derive Key
	- (multiple Unique Identifiers may be specified in the request)
	ID of new Symmetric Key

	Locate
	-
	ID of located Object

	Get
	ID of Object
	no change

	Request Object
	ID of Object
	no change

	Validate
	-
	-

	Get Attributes List/Modify/Add/Delete
	ID of Object
	no change

	Activate
	ID of Object
	no change

	Revoke
	ID of Object
	no change

	Destroy
	ID of Object
	no change

	Archive/Recover
	ID of Object
	no change

	Certify
	ID of Public Key
	ID of new Certificate

	Re-certify
	ID of Certificate
	ID of new Certificate

	Re-key
	ID of Symmetric Key to be rekeyed
	ID of new Symmetric Key

	Re-key Key Pair
	ID of Private Key to be rekeyed
	ID of new Private Key (ID of new Public Key may be obtained via a Locate)

	Obtain Lease
	ID of Object
	no change

	Get Usage Allocation
	ID of Key
	no change



Table 1: ID Placeholder Prior to and Resulting from a KMIP Operation

3.32 Certificate Renewal, Update, and Re-key
The process of generating a new certificate to replace an existing certificate may be referred to by multiple terms, based upon what data within the certificate is changed when the new certificate is created. In all situations, the new certificate includes a new serial number and new validity dates.  [KMIP-SPEC] uses the following terminology which is aligned with the definitions found in IETF RFCs 3647 and 4949:

· Certificate Renewal:  The issuance of a new certificate to the subject without changing the subject public key or other information (except the serial number and certificate validity dates) in the certificate.  
· Certificate Update:  The issuance of a new certificate, due to changes in the information in the certificate other than the subject public key.

· Certificate Rekey:  The generation of a new key pair for the subject and the issuance of a new certificate that certifies the new public key.

The KMIP Specification supports certificate renewals using the Re-Certify operation and certificate updates using the Certify operation.   Certificate rekey is supported through the submission of a Re-key Key Pair operation, which generates a replacement (new) key pair, followed by a Certify operation, which issues a new certificate containing the replacement (new) public key. 

4 Deferred KMIP Functionality

The KMIP Specification is currently missing items that have been judged candidates for future inclusion in the specification. These items currently include:

· Registration of Clients. This would allow in-band registration and management of clients, which currently may only be registered and/or managed using off-line mechanisms. 

· Client-requested specification of additional clients that are allowed to use a key. This requires coordinated identities between the client and server, and as such, is deferred until registration of clients is addressed.

· Registration of Notifications. This would allow clients to specify, using an in-band mechanism, information and events that they wish to be notified of, and what mechanisms should be used for such notifications, possibly including the configuration of pushed cryptographic material. This functionality would assume the Registration of Clients as a prerequisite.

· Key Migration. This would standardize the migration of keys from one HSM to another, using mechanisms already in the protocol or ones added for this purpose.

· Server to Server key management. This would extend the protocol to support communication between key management servers in different key management domains, for purposes of exporting and importing cryptographic material and potentially policy information.

· Multiple derived keys. This would allow the creation of multiple derived keys from one or more input keys. Note, however, that the current version of KMIP provides the capability to derive multiple keys and initialization vectors by creating a Secret Data object and specifying a cryptographic length equal to the total length of the derived objects.

· XML encoding. Expression of KMIP in XML rather than in tag/type/length/value may be considered for the future.

· Specification of Mask Generation Function. KMIP does not currently allow clients to specify the Mask Generation Function and assumes that encryption or signature schemes, such as OAEP or PSS, use MGF1 with the hash function as specified in the Cryptographic Parameters attribute. Client specification of MGFs may be considered for the future.

· Certificate creation without client-provided Certificate Request. This would allow clients to request the server to perform the Certify or Re-certify operation from the specified key pair IDs without providing a Certificate Request. 

· Server monitoring of client status. This would enable the transfer of information about the client and its cryptographic module to the server. This information would enable the server to generate alarms and/or disallow requests from a client running component versions with known vulnerabilities.
· Symmetric key pairs. Only a subset of the cryptographic usage bits of the Cryptographic Usage Mask attribute may be permitted for keys distributed to a particular client. KMIP does not currently address how to securely assign and determine the applicable cryptographic usage for a client.
· Hardware-protected attribute. This attribute would allow clients and servers to determine if a key may only be processed inside a secure cryptographic device, such as an HSM. If this attribute is set, the key may only exist in cleartext within a secure hardware device, and all security-relevant attributes are bound to it in such a way that they may not be modified outside of such a secure device.
· Alternative profiles for key establishment. Less capable end-clients may not be able to support TLS and should use a proxy to communicate with the key management system. The KMIP protocol does not currently support alternative profiles, nor does it allow end-clients relying on the proxy model to securely establish a key with the server.
· Attribute mutation. The possibility for the server to use attribute values different than requested by the client if these values are not suitable for the server, and return these values in the response, instead of failing the request.
· Cryptographic Domain Parameters. KMIP allows a limited number of parameters to be specified during a Create Key Pair operation. Additional parameters may be considered for the future. 
· 
· Certificate Suspension/Unsuspension. KMIP does not currently support certificate suspension (putting a certificate on hold) or unsuspension (removing a certificate from hold).  Adding support for certificate suspension/unsuspension into KMIP may be considered for the future.
· Namespace registration. Establishing a registry for namespaces may be considered for the future.
· Registering extensions to KMIP enumerations. Establishing a registry for extensions to defined KMIP enumerations, such as in support of profiles specific to IEEE P1619.3 or other organizations, may be considered for the future.
In addition to the functionality listed above, the KMIP TC is interested in establishing a C&A (certification and accreditation) process for independent validation of claims of KMIP conformance. Defining and establishing this process is a candidate for work by the KMIP TC after V1.0.
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