OASIS UDDI Specification TC Meeting 
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Date:
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Chairs: 

Tom Bellwood, IBM, bellwood@us.ibm.com


Tony Rogers, Computer Associates, Tony.Rogers@ca.com
Logistics


The TC Face-to-Face will be hosted by Max Voskob at:

Brackenridge Martinborough
White Rock Road
Martinborough,   New Zealand.
for 3 days from Tuesday 30 March through to Thursday, 1 April 2004. Note that there will be an extra day, Friday 2 April, for those who can afford the time to discuss outstanding issues further. The meeting will commence at 10:00 am Tuesday, and 09:00 am the remaining days.  Friday’s times will be arranged during the meeting.
The chairs would like to extend thanks to Max Voskob for hosting this FTF.
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1 Attendance

 Chairs will take attendance.
· Tom Bellwood, IBM

· Steve Capell, Red Wahoo
· John Colgrave, IBM

· Andrew Hately, IBM

· Rob Kochman, Microsoft

· Mirek Novotny, Systinet
· Tony Rogers, Computer Associates

· Claus von Reigen, SAP

· Max Voskob, Individual

2 Additions to Agenda
· Discussion of standardization of V3, and the V3.0.2 erratum
3 Approval of Previous Minutes 

Motion:

Motion to approve the minutes of the 20040316 meeting, which are posted at:   http://www.oasis-open.org/apps/org/workgroup/uddi-spec/download.php/6014/TCMinutes-V1.0-20040316.doc
Minutes:
Approved.
4 Schedule for FTF Meeting by Day

It was decided that there was too much commonality of interest to make reliable progress split into two groups, so we discussed all the material as a single group.
	Tuesday
	
	
	
	

	
	Open Meeting & Take Attendance
	10:00
	-
	10:15

	
	Administrative Items
	10:15
	-
	10:30

	
	Review AR List
	10:30
	-
	10:45

	
	Review Change Requests
	10:45
	-
	12:00

	
	LUNCH
	12:00
	-
	13:00

	
	Taxonomy Items
	13:00
	-
	17:30

	
	
	
	
	

	Wednesday
	
	
	
	

	
	Review WS-Security Compatibility TN’s 
	9:00
	-
	11:00

	
	Access Control Proposal 
	11:00
	-
	12:00

	
	LUNCH
	12:00
	-
	13:00

	
	Access Control Proposal – cont.
	13:00
	-
	15:00

	
	Afternoon Break
	14:30
	-
	15:00

	
	B2B Contracts – Steve Capell to address group 
	15:00
	-
	16:30

	
	Contacts
	16:30
	-
	17:00

	
	Advancing V3 Specification
	17:00
	-
	17:30

	
	
	
	
	

	Thursday
	
	
	
	

	
	Define / Agree on Day’s Goals
	9:00
	-
	9:15

	
	Review Deferred Items from Tuesday (Key Partitions TN, WSDL TN changes & Disposition Report return message)
	9:15
	-
	10:30

	
	Continue Taxonomy Discussion
	10:30
	-
	12:00

	
	LUNCH
	12:00
	-
	13:00

	
	Finish Taxonomy Discussion
	13:00
	-
	14:30

	
	Afternoon Break
	14:30
	-
	15:00

	
	Misc items
	15:00
	-
	17:00

	
	Set Friday agenda & Adjourn
	17:00
	
	

	
	
	
	
	

	Friday
	
	
	
	

	
	KeyedReferenceRanges
	9:00
	-
	10:00

	
	Changes to Inquiry APIs (was extended FindQualifiers)
	10:00
	-
	11:00

	
	Data Revalidation (revised)
	11:00
	-
	11:15

	
	Semantic Search enhancements (making keyName significant)
	11:15
	-
	11:45


5 Old Business

5.1 Administrative Items

5.1.1 Next Face-to-face Meeting

We need to start planning for the next face-to-face meeting, tentatively suggested for June.
Possible scenarios are:

IBM in SF (primary option)

MS in San Jose

Claus can host in Waldorf
Systinet may be able to host in Prague

Week of June 14 is tentative date, in SF.  
5.2 Review of AR List
5.2.1 AR002: Update to the “Key Partitions” TN

	#0002: Update Key Partitions TN

	Owner: Andrew Hately

	Status: Open

	Assigned: 23 Apr 2003

	Due: 02 Dec 2003


Andrew to present on progress.

Minutes:
Andrew is reworking the TN toward new objectives. This will delay the TN, understandably, but will result in a more useful TN. He wants to focus this TN towards the publisher and administrator, explaining the modeling options they have, and the considerations on when they should use publisher-assigned keys (particularly when there is the likelihood of moving or sharing the data)
TODO: Steve has volunteered to take a new crack at this – he will create a new document, possibly copying some of the content that is worth preserving, with a first draft of the re-thought TN to be reviewed at the telecon after the next one.
5.2.2 AR0022: Publish TC published tModels to UBR

	#0022: Publish TC published tModels to the IBM UBR node

	Owner: Andrew Hately

	Status: Open

	Assigned: 13 Jan 2004

	Due: 03 Mar 2004


	#0024: Submit update per AR0022 to the UDDI SC for posting to http://uddi.org/tmodels.html

	Owner: Luc Clement

	Status: Open

	Assigned: 18 Feb 2004

	Due: 03 Mar 2004


The tModels have been published to the IBM node of the UBR, but not replicated.
Andrew to report on status.

Minutes
AR22 is done, and the tModels have replicated. 

Luc has submitted the request to the SC. We will check on-line to see if the update is posted on the site. If so, then AR24 can be closed as well.
5.2.3 AR0025: Produce Errata to the "Using WSDL in UDDI, v2" TN
	#0025: Produce Errata to the "Using WSDL in UDDI, v2" TN

	Owner: Tony Rogers

	Status: Open

	Assigned: 18 Feb 2004

	Due: 03 Mar 2004


Since the last telecon, John and Luc have agreed to a set of changes to the TN which Tony needs to fold in these updates and submit the revised to the TC for consideration. 

Discussion: Tony to report on status.
Minutes
Tony has rolled in the changes to the tModels. Wording of footnotes has been agreed, but not rolled in. 
Steve asked about whether the TN should discuss key generation under V3. Given that the TN is really focused on version 2, it was deemed to be not appropriate.
Tony has been unable to get this work done. Deferred until the next teleconference.
5.2.4 AR0027: Solicit input from WS-I or others on interop requirements of the XML Schema datatype anyURI
	#0027: Solicit input from WS-I on interop requirements of the XML Schema datatype anyURI

	Owner: Claus von Riegen

	Status: Closed

	Assigned: 18 Feb 2004

	Due: 03 Mar 2004

	Closed: 11 Mar 2004


Claus has been conscripted to continue with this item, involving the review of the draft RFC [1], assessing its impact and recommending what steps the TC should take.

[1] http://www.oasis-open.org/apps/org/workgroup/uddi-spec/download.php/5649/TC_FTF_Minutes-V1.7-20040210-12.htm#_Toc65400705 

Minutes
The anyURI datatype (in XML schema) does allow non-ASCII characters. 
This is most visible in doing interoperability testing between multiple implementations of UDDI using different parsers, because different parsers have applied different interpretations of how this matter is to be handled.
Problem is really a matter of looseness in the references to the external specs in the XML schema spec. We will send a recommendation to the XML Schema group that their spec say that the PSVI Augmentation is not a change to the content of the string, it is just an indication of whether it is valid or invalid based on the conformance with RFC 2372.
In the short term, could restrict URIs to PSVI legal characters according to RFC2372 (this is what the UBR has done). 
TODO:  Claus and Andrew to take this and ask XML Schema group for clarification of the spec.

TODO:  Need to update this AR since it’s no longer a WS-I item.

TODO:  Andrew and Claus to format XML Schema request in to an “IN” (Implementation Note) to be posted on our site.  Luc to provide a format for these documents.

TODO:  Create an implementation note section on the uddi.org site (Luc to pursue).  Luc to define a process to get this posted.

The rationale for making this an Implementation Note is that this is aimed at people implementing a UDDI server, rather than at people using a UDDI server. We’ll discuss the TN vs IN concept at the next telephone conference and decide whether the distinction is a useful one.
5.3 Change Requests

5.3.1 CR062: Errata for SCC14N

Bob Atkinson’s suggested change request relating to Schema-Centric Canonicalization, (due to a slight oversight relating to the handling of white space). See http://www.oasis-open.org/archives/uddi-spec/200402/msg00090.html.

The CR was posted to: http://www.oasis-open.org/apps/org/workgroup/uddi-spec/download.php/5900/uddi-spec-tc-cr062-element_only_whitespace-20040217.doc 
We’re waiting for feedback from Bob regarding the inclusion of another erratum: http://lists.oasis-open.org/archives/uddi-spec/200403/msg00001.html 

Apart from that the change request has been agreed to.
Minutes:
Bob is fine with including the other erratum. Andrew will write up the modified change request and submit it.
These will be used to create an errata document for the SCC14N spec. The next version of this document will be 1.0.1, but Andrew and others are convinced that we should not make issue version 1.0.1 until the interop testing is complete (about a month and a half away). There was some urgency stated originally because it is being used in another standard, but it would be worse to make a change rapidly, then be forced to revisit it for another problem discovered soon afterwards. The errata document will suffice in the interim.
We should be promoting our SCC14N algorithm to other groups, like W3C. They are currently working on “Chunk of XML” now (the exact definition of what constitutes the beginning and end of the fragment of XML) (it’s W3C TAG – Technical Architecture Group) – possibly in response to work like ours. The work could have avoided our need to do the development of SCC14N. We really need to have a liaison to W3C or at least monitor what is going on. MS and IBM have reps on W3C TAG.
TODO:  Chairs to look into whether we can liaise with W3C TAG.  Who has reps?  MS & IBM do.  If they will not accept a liaison, we can use one of the member company’s reps already on the TAG to take our issue forward.

5.3.2 CR046: dispositionReport

John suggests that we restrict dispositionReport to failure reporting. Apparently some XML parsers cannot handle the use of the same structure for both failures and successes.
Minutes:
The problem is due to the use of dispositionReport as a success result as well as for reporting failures. We need to change all use of dispositionReport for successful results. One suggestion is to change this to returning a void message, another is to return a new success structure. Apparently the return of a null message is the recommended approach according to WS-I Basic Profile.
Big question is whether we do this in 3.0, or in v.Next – push is for including it in 3.0 because there is a problem in JAX-RPC – if we can fix this now then we can have a complete WSDL / JAX-RPC option for a client interface to UDDI v3.0.
Tony is concerned about the returning of an empty message to indicate a success, because of issues with JAX-B unmarshalling of the (null) result. If we were to return an actual message then there’d be no issue, but that would require the defining of a new “success” message that would have no useful content.
Note that returning an empty message has the other advantage of not requiring a change to the XML schema – all that would change is that dispositionReport would only be used in faults. The WSDL must change, and the (several) places that currently return the “success” dispositionReports must change – that’s all.
TODO: resolve the question about JAX-B, and attempt to reach a decision about this on Thursday. Thursday: Unable to resolve the JAX-B issue completely, but there are ways to code around it – decided to go with the return of an empty message.
We reviewed each of the line-items in the CR. There is general agreement to the extensive list of minor corrections. 

Rob is concerned that this will have a greater impact on their code than he anticipated. He would much rather defer agreeing to until the next meeting, because he wants to check with the developers. Andrew and Tom felt that this is more urgent than that – we need a standard client API implemented in a way that can be “sold” to all potential users, and the JAX-RPC option is the one we need.
5.4 QoS Technical Notes

Adam Blum posted a Technical Note on the work he and Fred Carter presented at the FtF meeting at: http://www.oasis-open.org/apps/org/workgroup/uddi-spec/download.php/5658/uddi-spec-tc-tn-QoS-metrics-20040224.doc
A number of TC members participated in a call on 9 March.  Adam posted notes from the telecon at http://lists.oasis-open.org/archives/uddi-spec/200403/msg00029.html. Here is a summary of action items and next steps:

1) Adam - update section 1.3 Developers and Users
2) Adam - move content from section 3 to section 2.4 since there are perhaps two recommended solutions now 
3) Andrew - add to section 1.3
4) Luc - update and add to section 1.4 Administrators and Service Publishers
5) Luc - add section 2.5 on Business Services Representing Management Service with QoS Information Categories for Each Binding Template
6) Adam to schedule meeting for  shortly after New Zealand (April 6)
Discussion: TC members invited to ask questions/clarifications as required.

Minutes:
This item will be deferred to the next telephone conference call because Adam isn’t at this meeting.
5.5 Storing B2B Contracts in UDDI

Steve Capell posted at http://lists.oasis-open.org/archives/uddi-spec/200403/msg00015.html a scenario and a set of options for storing B2B Contracts in UDDI – a capability currently leveraging ebXML CPA for this purpose in the deployment at hand. 

Discussion: Steve to present the work he is doing to engage further with the TC.

Minutes:

Steve presented what his company is doing with the Australian Government in terms of the BizDex registry and the encouragement of B2B e-business. The existing use was mostly EDI, and mostly only between large businesses. The Australian Government looked into what they could do to facilitate the proliferation of e-business: effectively, building the roads for the big car companies to put cars on.
He explained the business need, the processes, and how UDDI has been used to implement the system. 

They have put an impressive amount of effort into developing a system that is quite detailed, yet requires fairly minimal effort on the part of the businesses that use the system. They are using an application layer above UDDI to enforce their model and to make it unnecessary for their unsophisticated users.
Steve suggested the publication of a TN that describes the system. Andrew responded by suggesting the publishing of a series of TNs on separate topics, such as:
· How to represent a BPEL in UDDI (Claus announced he’s been working on this and should be able to submit something next month)
· Matching behaviour / validating for keyedReferenceGroups

· Modelling “Agreement” templates in UDDI
· Harvesting appropriate taxonomies generic enough to help people model B2B on UDDI from BizDex
· And possibly others…

Steve has to document much of this anyway, so he is happy to prepare (at least some of) it in TN format.
The TC, as well as helping with the TNs, should undertake to drive some more detail/update to WS-Policy Attachments spec.
6 UDDI v.Next Discussions
Review progress on the requirements, proposals and ARs.

The latest “UDDI v.Next Project, Requirement and Proposal Status” document is posted at: http://www.oasis-open.org/apps/org/workgroup/uddi-spec/download.php/5910/uddi-vnext-proj-status.htm 
6.1.1 REQ004 – WS-Security Compatibility

TNs under consideration:

a. HTTP Basic Authentication technical note

b. WS-Security technical note
At the last telecon Andrew reported on status. He stated he expected to have both ready for the FTF.

Discussion: Andrew to report on status of each TN.

Minutes
Andrew has submitted the TN on HTTP Basic Authentication. We walked through this TN – he was originally going to cover only BasicAuth, but he decided there was little effort to support DigestAuth as well, so he included that as well. He has not included the keygenerator tModels, and he pointed out that we should revisit all the existing TNs to ensure we have included the keyGenerators for all of them. He also suggests that we list any TNs that are prerequisites to a given TN.  In this case, the WSDL TN is a prereq to this one.
Tony and Mirek will do a proofing run over the TN.

Andrew is still working on the TN for the WS-Security TN, but his first draft referred to a WS-Security document that is not yet publicly available, so he is revising it. He outlined his approach to the modeling, the tModels he has defined. There are good reasons not to go too far, because parts of the WS Security work are not yet solid. There are some interesting issues associated with the registration of trust domains (aka issuing authorities). One option is to write a pair of shorter TNs to cover the parts that aren’t covered by the confidential document (one on token mappings and token issuers; one on the open parts of WS-Sec), then write a third TN after WS-Sec Basic Profile becomes standard. Andrew believes he can build the first two quite quickly, because they mostly involve removing words from the TN he has prepared already. In more detail, the base tModels described in this TN are:
· There are two applicable WS-Security tModels:

· tModel 1:  WS-Sec Signature

· tModel 2:  WS-Sec Encryption

· WS-Security also describes 2 token mappings which need to be modeled.  It identifies that “I have a cert for this, but here is how I want it expressed”.

· tModel 3:  X509

· tModel 4:  WS-User/Token 

· For interop, we have a WS-Security Taxonomy, a Sig. Profile, a Encryption Profile and Token Profile.  This is also modeled with a  tModel:

· tModel 5:  WS-Security Taxonomy (describing the above items)

· So when WS-I Basic Security profile is released, it will cover all three of these.

· tModel 6:  WS-Basic Security 

· Then there will be a tModel for SSL

· tModel 7:   Token Mapping Trust Domain

· Taxonomy for Issuing authorities

· tModel 8:  Issuing Authorities tModel (including, PKIX, x509, Kerberos,…)

The ones that can be described now are 1, 2, 3, 4 and 8. Andrew will move forward with an initial publication of what we can do now, then tie in 6 & 7 later with a subsequent note to cover the WS-I profiles.

TODO: we’ll split this TN into three documents:

1. TN for Modeling Issuing Authorities & Tokens in UDDI

2. TN for Modeling WS-Security in UDDI

3. TN for modeling Basic Security Profile for WS-I
Andrew retains the lead on these.
6.1.2 REQ016 – Access Control
6.1.2.1 AR0031: Complete Work on the RQ-016 Proposal (Breaking the containment model)

	#0031: Complete Work on the RQ-016 Proposal (Breaking the containment model) Document

	Owner: Andrew Hately

	Status: Open

	Assigned: 24 Feb 2004

	Due: 02 Mar 2004


Andrew to complete work on Prop-016 proposing the approach he advocates.
- TC to consider this approach, and decide whether breaking the containment model is acceptable in context.

Latest Prop Doc: http://www.oasis-open.org/apps/org/workgroup/uddi-spec/download.php/5550/uddi-spec-tc-prop016-acls.doc 
Discussion: Andrew to report on status

Minutes
Andrew and John presented this proposal. Andrew stated categorically that there is no one suitable language and API that can be used. XACML could be used to express the access control rules, but doesn’t provide a WebService API. There is no XML middle-layer where the control points for the access control can be placed, and no way that everything can be expressed in XML. He suggests that we could create something that is quite UDDI-specific.
Another suggestion is that we allow the use of any of several proprietary access controls, and provide a simple “unauthorized” error message, and require anyone wanting to know more to delve in the proprietary expression of the access controls. This could be regarded as the minimal solution. How much value this would provide is questionable (at least). Call this option 1.
It is strongly desirable that the access control on the inquiry side be integrated into the engine, because it enables much more efficient processing of the access control. That suggests that a UDDI-specific access control system might be preferable. Call this option 2.
Whether we choose option 1 or option 2 is orthogonal to the question of whether we break the containment model. 
There are some big issues relating to read access controls. It may well be harder than write access controls; it is certainly more visible, because there are rather more users of the query interface than the publication interface. Andrew outlined some cases for consideration:
1. a query returns a business with two services, one of which is blocked by access controls. Should the server return the business (minus the blocked service) or nothing? The latter means that we may well block data that they may want – it is also does not satisfy other requirements. The former means we potentially break signatures, and we need to deal with it. The classic use case for this is a business that offers two versions of a service, with one of the two being restricted to privileged customers – choosing to suppress the entire business would not be the desired or expected result.
2. a query using combined category bags is satisfied by a keyed reference that is part of a service to which the user is denied access to by access controls. Should the results include the business, minus the service (which makes it look quite odd!) or do we get nothing? We think the latter is the correct behaviour, so that you cannot get a result that doesn’t match the query. It also conforms to the general principle of behaving as though information to which the user does not have access should appear not to exist. Unfortunately, this is not trivial to implement.
3. a query searching for a keyed reference that references a tModelKey to which the querying user does not have access. One option is that the query be filtered to remove this keyed reference. We should expect to get a null response, but how we get it isn’t easy.
4. a query returns a result that includes a keyed reference that references a tModel to which the user has no access. Do we prune just the keyed reference? The entire bag? The entity containing the reference? The conclusion we reached was that the entire entity should be pruned, but not any entity that contains it.
Other considerations:

Publisher assertions – require individual access controls. To start with, no one who is denied read access to any of the three keys (two business keys and tModel key), can see the publisher assertion. But there are use cases to dictate that there be further access controls, so that someone may be able to see all three keyed entities, but still not be able to see the publisher assertion.
Suggested rules: 
1. if a user is denied access to a particular tModelKey, then any entity that contains a reference to that tModelKey (in the way of a keyedReference, tModelInstanceInfo, etc) will not be visible to that user. However, they can see an entity that contains that entity (eg: can see the business, but not the service, if the service contains the “forbidden” reference).
2. Any keys in an inquiry that you’re not allowed to see result in E_invalidKeyPassed, as though they do not exist.
3. The results of embedded queries are filtered for keys you allowed to see before being used.

4. When combined category or tModelBag searches are used, if the search gets a hit on an entity for which access is denied, then that will not contribute to the results. In other words, if the only reason a business was found by a query was because of a binding that the querying user is not permitted to see, then that business will not be included in the results (if it was also found via another binding that the user can see, then it will be included, however).
5. you cannot make a contained entity more public than its parent.  Service projections do not fit this model.  We accept this, because it doesn’t appear to have an adverse impact.
There is a nasty little potential loophole. If a user attempts to query a key, and is told “E_invalidKeyPassed”, and then attempts to save an entity with that key, the save will fail (because the key DOES exist) – how do we fix this? To a great extent, this is guarded by keyGenerators: the user won’t have the keyGenerator for the key in question (it was saved by someone else, after all), and so can’t save it. However, how do we guard against this exact problem for keyGenerator tModels? Perhaps by imposing strict key generator ownership, rather than allowing anyone try to save a keyGenerator? Or simply returns “E_accessDenied” when they attempt to save the key generator? Having the problem restricted to keyGenerators is considerably smaller than having it apply to all keys. Perhaps there is no ability to deny read access to domain keyGenerators, so everyone can see the keyGenerator tModels, and therefore there is no secret to protect – everyone may know that you have a domain keyGenerator, but only authorized people may know that you have seven keyGenerator tModels derived from that domain, and fourteen thousand other keyed entities with keys derived from those keyGenerators… 
TODO: Andrew & John will now develop a proposal based on all of the above and today’s discussion.

The remaining issue is the containment issue which we’ll still defer.   We will either break containment or generate signature transforms to allow signature compartmentalization. It looks increasingly likely that we will adopt the latter approach.
6.1.2.2 AR0038: Produce RQ-016 Proposal - Not breaking the containment model.

	#0038: Product RQ-016 Proposal - Not breaking the containment model

	Owner: Andrew Hately

	Status: Open

	Assigned: 12 Mar 2004

	Due: 30 Mar 2004


Due to the strong concerns voiced about the idea of breaking the containment model, it would be useful to have an alternative proposal. John and Andrew to work on the proposal to which does not break the containment model. 
Andrew is concerned that this version will have problems with expressing the ACLs in-line – access control may be out-of-band. He has been looking at a variety of existing systems: EJB, LDAP, Microsoft’s Active Directory. Andrew is looking for help on the AD – Rob volunteered to help with that.

John will assist with this.

· document some of the error codes

· formalize default access controls concepts

· document possible APIs to read (at least) the ACLs and their impact

· sketch out the place-holders and where they slot into the APIs

· explore specifying some of the content to go into the place-holders

· document impact of containment breakage on APIs

John and Andrew will get some of this documented for discussion at the NZ FTF.

Discussion: Andrew and John to report on status

Minutes
See discussion under the previous item.
6.1.3 REQ017 – Grid Services

Matthew explained that the direction on this requirement may have to change, given recent announcements from the IBM/Globus alliance – reference implementation of GRID services. 
Matthew posted at http://lists.oasis-open.org/archives/uddi-spec/200403/msg00030.html indicating that Web Services Notification and Web Services Resource Framework TCs being formed are intending to replace/continue (?) the GRID standards activities carried out by the OGSI.

Discussion: Matthew to provide amplifying details.

Minutes
Deferred to next telephone conference because Matthew couldn’t make it to the FTF.
6.1.4 REQ018 – Trustworthiness

6.1.4.1 AR0032 - REQ 18: proposal using WS-Policy to address machine assessment of registry policy
	#0032: REQ 18: proposal using WS-Policy to address machine assessment of registry policy

	Owner: Claus von Riegen

	Status: Open

	Assigned: 24 Feb 2004

	Due: 02 Mar 2004


Background

Per last telecon: Claus wasn’t aware of this AR. Andrew clarified what he thought was required. The WS-Policy group is suggesting that the expression of UDDI policy (using WS-Policy) is the province of the UDDI TC rather than work that should be carried out by the WS-Policy group; we agreed with this assessment. The goal of the work would be to determine through modeling and related activities how UDDI policy can leverage WS-Policy and allow us to express policy statements (i.e. those found in Chap 9 of the UDDI v3 spec) such that they can be expressed in a machine-assessable form. 

Claus suggested that he would write this up and post it a week before the NZ FTF; Luc cautioned about proceeding too far on this matter before we address IPR issues relating to WS-Policy. IPR issues relating to WS-Policy need to be resolved before the TC can perform any derivative work based on WS-Policy.
Minutes
What are next steps currently open to us, given that WS-Policy has not yet been submitted to a standards body?

In the past we have not included any content that had IPR issues, and we’re reluctant to do so this time. It was suggested that we consider doing this as a TechNote, rather than including any part of it in the standard.

Andrew and Rob to report on summary of discussions with the legal teams of each of their respective companies regarding the status of this content.

Chairs will then work with OASIS legal: can we work on it? Can we post a TN on it? Do we need a particular IP statement?

Claus was also to take this back to the WS-Policy people for their reaction. Report on any progress.

6.1.4.2 AR0034 - REQ 18: technote on the subject of securing the channel

	#0034: REQ 18: technote on the subject of securing the channel

	Owner: Rob Kochman

	Status: Open

	Assigned: 24 Feb 2004

	Due: 02 Mar 2004


Rob has submitted a document. He’s looking for feedback / reaction – any comments to the list, please.

Discussion: Rob to report on status

Minutes

TODO: Andrew and Tony to edit this document. Tony will take the first pass at it.
6.1.5 REQ019 – Management of Stale Data

6.1.5.1 AR0033
	#0033: REQs 18/19: proposal validation of data

	Owner: Tony Rogers

	Status: Open

	Assigned: 24 Feb 2004

	Due: 03 Mar 2004


Tony has submitted two proposals, one on data validation, and one on GetQualifiers

Tom recommended having a policy on the node to specify style of revalidation – timed / on-demand.

He suggested validating bindings – check that the access points are still valid.

He questioned the use of GetQualifiers rather than FindQualifiers, but Tony explained the desirability of separating the FindQualifiers stuff (restricted to find_ APIs) from the GetQualifiers (applicable to find_ and get_ APIs). Note that the GetQualifier concept is already being referenced in other proposals.

We will give more time for TC members to review the proposals – to be discussed at next meeting.
Discussion: Tony & Team to work on refining the proposals.
Minutes

We’ll set aside the GetQualifiers proposal until we get enough of a feeling for the need for them.
Tony will modify the Data Revalidation proposal as discussed. 

Done overnight (1 April 2004) – we quickly reviewed the revised document. There are two things that could be revisited:
1. there is a standard format for expressing digital signature validity, and it may well be appropriate to provide that result in place of a single true/false for the signature validity (including things like: certificate expired, for example).
2. we should look at the possible results from validateValues, and use that in the keyedReference invalidity report.
TODO: Andrew will look into this subject and recommend revisions to Tony.

6.1.6 REQ020 – Extended Find Qualifiers

6.1.6.1 AR0035 – Cleanup of Proposal for REQ020 – Extended Find Qualifiers for Bags

	#0035: Extended Find Qualifiers for Bags REQ020

	Owner: Danihel Feygin

	Status: Closed

	Assigned: 24 Feb 2004

	Due: 25 Feb 2004

	Closed: 11 Mar 2004


AR0035 completed.

At the FTF, we went through several alternatives of the Extended Find Qualifiers for Bags REQ 20. Daniel was to clean up the final version and repost. Daniel has posted an update to the proposal for REQ020; proposal posted at http://www.oasis-open.org/apps/org/workgroup/uddi-spec/download.php/5859/uddi-spec-tc-prop020-ExtendedFindQualifiersForBags-20040209.doc. 

Per http://lists.oasis-open.org/archives/uddi-spec/200403/msg00034.html the main changes proposed are: 

· deprecated andAllKeys, orAllKeys, and orLikeKeys find qualifiers

· allow multiple bags of each type in inquiry messages

· new find qualifiers conjunctiveNormalForm and disjunctiveNormalForm to indicate intended interpretation of bag combinations (AND/OR inside/between

· bags)

· new notOperands element in inquiry messages to indicate the undesired results

Tom would like more meaningful names, and there was some sympathy with this view. Daniel’s choice of names is not inappropriate, though: conjunctiveNormalForm is an AND of or’ed components and conjunction = AND; disjunctiveNormalForm is an OR of and’ed components, and disjunction = OR. Perhaps we need more explanation in the standard? Or perhaps other names might be helpful.

There was some concern that these options may be expensive to evaluate, and that we should reconsider them.

We were going to consider a new FindQualifier to include/exclude the keyName from keyedReference comparison. Daniel will re-include this.

The schema in the document should be reviewed – it should specify that the number of categoryBags is unbounded on each of the find_ APIs – the current schema indicates 0 or 1.

Note that we will deliberately NOT support multiple embedded queries.
Discussion:  Team to review proposal and make updates inline as needed / time permits.
Minutes:
Looking at the revised proposal for extended inquiry. We revised some of the wording to make it clearer.
We reviewed the suggested new XML, including the addition of the notOperands bags to all the inquiries.
Question about whether there is a use case for the forcing comparison of keyName – it appears in the requirement summary, and was prioritized, but does not appear elsewhere in the requirement. The proposal does not describe the addition of a FindQualifier to control this behaviour, despite that being the understanding of the group. Max urged moving this proposition into the Semantic Search proposal, because there are use-cases that fit better in that requirement. Max will write a section on this, which Rob will incorporate into REQ029.
Andrew asked that a detailed backwards compatibility section be written, describing the differences between the 3.0 version of the inquiries and the proposed next version. 
TODO: Tom recommended that he and Daniel write this.
6.1.7 REQ023 – Keyed Reference Group Behavior Override

6.1.7.1 AR0036 and AR0037 – Update of REQ023 and PROP023

	#0036: Produce updates from FTF discussion: Keyed Reference Group Behavior Override - REQ 23

	Owner: Daniel Feygin

	Status: Closed

	Assigned: 24 Feb 2004

	Due: 25 Feb 2004

	Closed: 11 Mar 2004


	#0037: Redesign Proposal for Keyed Reference Group Behavior Override - REQ 23

	Owner: Daniel Feygin

	Status: Closed

	Assigned: 24 Feb 2004

	Due: 15 Mar 2004

	Closed: 11 Mar 2004


At the previous FTF, we went through several versions of the proposal and discussed enhanced requirements.   The version we decided to adopt expands the requirement to allow the persisting of ranges within categoryBags.  

         AR-0036: Daniel to update the requirements document to match change in focus as above.

         AR-0037: Daniel to redesign the proposal).

Per http://lists.oasis-open.org/archives/uddi-spec/200403/msg00034.html the main changes proposed are: 

· range persistence requirement: allow publishers to store a range where they normally have a keyedReference (actual solution does not leverage keyedReferenceGroup for this).

· Markets served: a business may declare its target market as being within uddi:ubr.uddi.org:categorization:wgs84:latitude range of +45.000 to +55.000 and uddi:ubr.uddi.org:categorization:wgs84:longitude range of +005.000 to +015.000.

· Service availability period: declaring service availability between 8:00 GMT inclusive and 20:00 GMT exclusive.

· new element keyedReferenceRange, which may be used to provide persistent range categorizations and to specify range-based queries

· new API for comparing values to support specialized value sets

· two built-in comparators for numeric and string value sets

· new utility tModels and modeling guidelines to apply the new API to published value sets
Updated Requirements document: 

http://www.oasis-open.org/apps/org/workgroup/uddi-spec/download.php/5857/uddi-spec-tc-req023-keyedReferenceGroup-20031012.doc 

Updated Proposal document:

http://www.oasis-open.org/apps/org/workgroup/uddi-spec/download.php/5858/uddi-spec-tc-prop023-keyedReferenceGroup-20040211.doc 
Daniel took us through his requirements and proposal documents. 

We prioritized the persisting of ranges as a 2 – Luc will posted the requirement document with that decision:

http://www.oasis-open.org/apps/org/workgroup/uddi-spec/download.php/5978/uddi-spec-tc-req023-keyedReferenceGroup-20031029.doc 

We discussed some interesting complications, such as the use of FindQualifiers with string ranges. We definitely do not want to allow anomalies such as a case-sensitive lower bound and a case-insensitive upper bound (such a complexity could put a single value both in and out of the range) – this was never intended, but some of the language is rather complicated.

There will be a call on Tuesday to discuss this proposal – details to be provided.

Tom raised some questions about this:

· Is the new value comparison API to be implemented by the registry or be an external one similar to validate_values?   If the latter, why not just enhance validate_values?   If the former then this is solely here for purposes of extension, right?

· Probably should not assume access to the find qualifiers

· Do we need the complexity of having a way to specify whether various string comparison based find qualifiers can be applied to the upperEndpoint, lowerEndpoint or both?  Is it worth this added complexity?  If we don’t do this, we’d just have all specified find qualifiers apply to both.

· What about error conditions?

Another question that was raised related to the need to define a new structure for ranges: couldn’t this all be done with keyedReferenceGroups, albeit less clearly?

Admittedly, this does lose the ability to put ranges into groups.

Team to review state of document and decide on disposition.  Inline updates to document to be made during meeting as time permits.
Minutes
Reviewing the document. CategoryBag modified to allow use of keyedReferenceRange as well as keyedReference and keyedReferenceGroup. Andrew argued forcefully for using keyedReferenceGroup in place of keyedReferenceRange. There was lengthy discussion of this argument – whether or not to use a new structure.
We went through the revised document, but it still contains the web service call out for comparisons, which is viewed as far too expensive (making large numbers of calls to answer a query with large numbers of potential matches).
We decided that we needed to return to the requirements document to redefine what we want to do. We altered the requirement document to be much more specific – see the revised version of the document in Kavi.
We continued the discussion, attempting to modify the proposal to fit the revised requirements. It was suggested that we look at all possible combinations of data combined with operators combined with constraints, to see if there are any unexpected cases. Looking at this we found a bit more in the way of requirements.
Resistance to defining a new structure for ranges continues. Another solution was posited, using keyed reference group, using special canonical tModels for such items as lower bound (inclusive/exclusive), upper bound, top, bottom, left, right (all ditto). Yet another proposal was suggested, using the keyName in a keyedReference as a special indicator (this is not popular because it implies giving meaning to keyName that has been resisted all along).
TODO: Andrew has offered to write up the alternative proposal based on keyedReferenceGroup – Tom has volunteered to assist after next week.
6.1.8 REQ027 – Contacts

At the last telecon, Luc raised the issue that this requirement needs more attention by the entirety of the TC. He expressed concern that other than the discussion that occurred at the SF FTF, little other discussion has taken place on this requirement.

Determine if we need to update the requirements document, or proceed to proposal.

Latest Requirements Document: http://www.oasis-open.org/apps/org/workgroup/uddi-spec/download.php/5551/uddi-spec-tc-req027-contacts-20040101.doc
Discussion:
1. TC to review the requirements document and confirm prioritization

2. Identify volunteers to draft and review a proposal.

Minutes
The canonical representation of person names and addresses is poorly defined in general.  That makes it difficult to standardize anything for these.  Max had a proposal for name/address for using 3rd party tools for name/address matching.  Still difficult to standardize though.

Other point is whether we’re really likely to use a personal relationship as a search criteria. There has not been a huge outcry for contact-based queries.
Contact solution needs to be revisited based upon updated proposal for Access Control we now need to develop.

Are there other benefits compelling enough to cause us to break out other elements of a contact into separate top-level keyed entities?

Should we formalize something around the “usetype” attribute? There is some real value in including this, or another indicator of the role this contact plays.

Steve indicated we haven’t included a requirement for consistency of data. That can be the downfall of many a directory.
In larger organizations, even sometimes in smaller ones, there is likely to be one (or more) directories of people and possibly positions/roles. It seems less than useful to pursue a path of duplicating such functionality in UDDI. The original purpose of the contact information came from the history of UDDI as a public registry, where reference to a directory would be unlikely, or possibly inconvenient. Given the way UDDI is being used, perhaps we need to revisit the need for contacts information altogether?
TODO: Daniel has been “volunteered” to write the proposal/s – to be confirmed with him. The potential solutions are:
· Make contact a top-level keyed entity

· Make contacts into a pointer into an external directory 
· Remove contacts altogether, and write a TN on how to add contact info via bindings
6.1.9 REQ028 – Taxonomy Management

6.1.9.1 AR0028 - Submit Reqts Document for REQ-028
	#0028: Submit Reqts Document for REQ-028

	Owner: Tony Rogers

	Status: Open

	Assigned: 24 Feb 2004

	Due: 25 Feb 2004


This AR is closed with the submission of the document located at: http://www.oasis-open.org/apps/org/workgroup/uddi-spec/download.php/5909/uddi-spec-tc-req028-taxonomymanagement-20040302.doc 
Also see the discussion thread at: http://lists.oasis-open.org/archives/uddi-spec/200403/msg00017.html
We have had considerable discussion of whether we want to use OWL or not. There is a lot to be said on both sides: using OWL means existing tools, but potentially a lot of unnecessary complexity – we may be able to define a subset of OWL to avoid this... It became clear that this is not a simple topic, and will not be resolved without more discussion than is practical on a telephone conference.

Two proposals have been advocated – both will be published for TC consideration. John Colgrave is submitting the OWL-based one, Tony Rogers the other – both authors will be at the NZ FTF, so the proposals can be discussed in depth.

Minutes
Began by discussing Tony’s non-OWL solution.
He needs to modify it to account for the fact that taxonomyChildren is unnecessary since you can embed a taxonomy in a taxonomy. (Done, and republished on KAVI)

We agreed that any taxonomy structure for UDDI will need to support the separate persistence of both descriptive and value based information, so that values are not forced to embed descriptive data.

We need to revisit any taxonomy solution for how range data will play here.

Is there anything special required for entity key value sets themselves that facilitates the construction of relationships?

Max feels that this proposal does not adequately address the requirements of networks and of heterogeneous relationships.

We need to agree on the number of different types of taxonomy problems we need to solve and whether they will be solved with the same solution.

We returned to the discussion of requirements, and made changes to the requirements document.
We began on Thursday morning with John’s presentation on the subject of taxonomy management in general. John produced a “big picture”, and there was considerable discussion of what should on the picture. 
A question is whether the same format is used for uploading a new taxonomy, and updating an already loaded taxonomy. The latter case may require additional information (add this new value under that), or it may be that the original format already includes the information in a form that can be used.
The idea that the system be capable of taking incremental updates – the ability to add a chunk of new stuff to an existing taxonomy – is being advocated strongly.
Possible other items: 

1. ability to have a FindQualifier which asks the registry to validate all values provided in a query, and return an error for any use of an invalid value (e_invalidValue looks good).
2. ability to mark a taxonomy as “validate all values in query”
3. we need a flag to specify if the Navigation API can be used – big problems with IPR on many of the large licensed taxonomies.
John outlined a number of good points about using OWL for taxonomy/ontology definition, and a couple of minor negatives. We went on to discuss options relating to the use of OWL format.
We worked our way through John’s proposal, editing and adjusting the proposal.
There’s an issue on how we handle leading underscores on rdf:ID values. We need a way to handle numeric values, because OWL will not accept rdf:ID values which begin with a digit. Tony suggested that we always strip a single leading underscore, which means that we can simply prefix any id that begins with a non-alpha with an underscore.
We have yet to decide which of the two proposals to adopt. Perhaps by the next telephone conference members will have had sufficient time to come to a decision.
6.1.10 REQ029 – Semantic Searching

6.1.10.1 AR0030 - Submit Reqts Document for REQ-029
	#0030: Submit Reqts Document for REQ-029

	Owner: Rob Kochman

	Status: Closed

	Assigned: 24 Feb 2004

	Due: 25 Feb 2004

	Closed: 11 Mar 2004


Rob has posted the requirements document at http://www.oasis-open.org/apps/org/workgroup/uddi-spec/download.php/5884/uddi-spec-tc-req029-semanticsearch-20040308.doc
Discussion:
1. TC to review the requirements document

2. TC to review the prioritization proposed
Minutes

We discussed this requirements document. We gave priorities to each of the requirements in the summary – the revised document has been re-published on KAVI.
6.1.10.2 Identify Proposal Document Owner
We need an owner for the proposal document for this requirement. 

Minutes
Rob Kochman has volunteered to write this document. This is logical, given the sound job he has done on the requirements document.
7 Additions to Agenda
7.1 Taking V3 to standard
Minutes:

We want all remaining feedback on Version 3.0 by the end of May, so we can prepare v3.02 by incorporating the second errata bucket, then take it through standardization in OASIS. Consider this a first warning: get your errata in NOW!
7.2 Miscellaneous 
7.2.1 Corrections

Minutes:

Andrew has uncovered numerous minor typographical errors in the 3.0.1 spec.
When editing the specification document it is important to disable the “replace quotes with smart quotes” option in Word because it converts the quotes character into open and close quotes which means that copying and pasting the XML from the spec results in invalid XML.
Due to <description>s often being reasonably long, they have, in the specification, been broken across multiple lines. These line breaks are not part of the real descriptions. Making the descriptions in the specifications “right” would render them pretty much unreadable. We decided to add a note to the first chapter, plus a footnote on the first occurrence, saying that white space and line breaks are included for readability in the specification document, and are not considered normative. 
The XML files and WSDL are considered normative.
7.2.2 Using a UDDI Registry as a repository
Steve raised the topic of needing a repository that is tied to a UDDI registry, providing life-cycle management (version controlled) for objects relating to the UDDI entities. It’s already awkward to tie such objects to UDDI entities, although there are a number of URI points in UDDI that can be used for pointers to such objects. This can be done, but there are some really unpleasant access control implications: having to provide the same access controls for the objects in the registry and in the repository.
The types of objects that would be stored in the repository would include XML documents, word-processing documents, PDF documents (at least).
Mirek stated that his company is working on a proposal relating to versioning and life-cycle management – this will probably take the form of a TN – but it’s not at a point suitable for discussion.
Andrew pointed out that there isn’t a current XML-based general document repository, which makes things difficult.
We discussed the creation of a TN that describes the storing of indexing information in UDDI. It was suggested that this be discussed on the list, so that everyone can see the discussion going forward.
8 ADJOURNMENT

Meeting adjourned at noon on Friday 2 April 2004.
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