General Note: these minutes reference Word-generated line numbers and not Acrobat-generated line numbers.

Tuesday, August 28, 2001

9:13 AM

Bob B; (continuing from yesterdays discussion)

Goals

1. Eliminate necessity for additional user registries
Keb. Repository information is sufficient to produce TGT, AnA

Paul; TGT is equivalent to AnA

Marlena; this is confusing. A TGT is both an AnA and a session token.

General discussion about TGTs and their overlap with AnAs.

Hal; it isn’t helpful to push the “TGT == AnA” thing too far

2. Allow KDC (Kerberos Realm Authority) to assert identity to SAML-enable, non-Kerberos-enabled RPs

Marlena; thinks we shouldn’t forget about AtA’s (Attribute Assertions)

Paul; there is a place in Keberos tickets for authorization information

General discussion about where attributes should go; where you get them, etc. If you put them inside the TGT (or TKT) then the KDC needs to obtain them.

Joe; the KDC needs to understand the semantics of the information that gets put in the authorization field of a TGT? TKT?

Paul; the trust links between ?? and ?? need to be minimized.

Bob; there will be a standard way for carrying Authz and Authn in SOAP headers. If we can encompass both SAML and Keberos we stand a better chance of obtaining a single security header format.

Paul; not necessary? GSS moves security blobs around all the time and nobody worries about the format of these blobs.

3. Single SOAP security architecture

a. Fields for “security blobs”

b. Encoding

c. SAML RP understands W2K assertions

d. Win2K RP understands SAML assertions produced by non-Win2K AA

Hal; Keberos information (TGTs, TKTs, etc.) currently have no XML encoding defined.

Prateek; point 3 is addressed by the SAML SOAP Profile. Step 2 seems more fundamental.

Bob; step 2 is really simple. Step 2 in combo with step 3 is far more useful. Step 3 is about filling in a hole in the SOAP standard.

Prateek; disagrees. Step 3 is entirely in the domain of the SOAP Profile.

Bob; standardizing the security headers would be a great service to humanity.

Paul; agrees. Thinks we should take it up with the W3C.

PHB; we are the right people. Politically it would be better to do this with our XKMS hats on. Tim is snippy about SAML because it treads of RDF.

Bob; this is a good conversation to have once we agree on the goals.

Prateek; wants it to be clear the 2 and 3 are independent goals.

Bob; there doesn’t need to be a dependency but it would be a lot more useful if 2 and 3 were done in a homogenous way.

Bob; there could be another goal “Win2K RP understands SAML assertions” (note this become 3.d later)

Paul; that could be a goal. Overall motivation is the minimization of effort. Bottom two goals (c & d) are independent of top two goals (a & b).

Bob; agrees but maintains that c&d are much easier if a&b are done correctly.

Prateek; takes exception with the entire way this issue is being framed (missed rest of point).

Bob; there is a difference between Kerberos and Win2K. A KDC could create a SAML assertion with a relatively small amount of violence. A Keberos RP could not consume a SAML assertion without a large amount of violence.

Paul; Microsoft uses SPNEGO framework for security. GSS could be used to negotiate a SAML protocol.

2.5 Allow Windows Kerb endpoint to Rely  on SAML assertions (e.g. via SPNEGO)

General discussion about how Microsoft products use a bunch of security protocols and SAML could just be another protocol.

Bob; would like to maintain SOAP focus. Thinks that it is more important to fill the gap in the SOAP architecture than it would be to add yet another security protocol to a system that already has a bunch of protocols.

Paul; the more security protocols you have, the more complicated your “trust mesh”. You want to fold trust relationships together.

Doug Bayer; I didn’t hear anything about how SAML sets up trust relationships.

Bob; correct.

Paul; GULP! That’s the trickiest part.

Joe P; its out of scope for this specification but understood to be necessary to build a working system.

Doug; but you need to define it for this kind of work (SAML/Kerb).

Paul; in order to interoperate you must specify how the entities create and maintain trust. How can you claim to be specifying an interoperable specification if you don’t address trust?

Bob & Joe; its specified in the profiles.

Joe; they are defined independently in the profiles and this allows for all sorts of different models.

Paul; establishment of trust should be profile independent and placed in the core spec.

Bob; one of the requirements is to allow for the establishment of trust differently in different environments. This includes environments in which trust is established inherently in the environment itself.

Marlena; I agree with Paul about the trust establishment but doesn’t agree that it should be part of the specification.

Paul; how can independently developed implementations of SAML interoperate unless they agree on how you setup and maintain trust.

Marlena; this is a deployment issue.

General back and forth with regards to trust establishment.

Bob; there are two mechanisms here. One is explicit (i.e. the assertion is signed with a private key). The other is implicit (i.e. the assertion arrives in a trusted context). We need to produce more text that describes all this.

UK3: it’s the same with XKMS. They want to steer clear of specifying a particular trust model.

Bob; there is an interface “validate the assertion”. The question is what lies behind this interface.

Joe; the spec can provide examples of trust relationships without being normative. Paul & Doug are looking for fully specified trust models and that’s simply not in scope for SAML v1.0.

Paul; you can put unsigned SAML assertions in Keberos tickets because Keberos tickets themselves are signed.

Bob; agrees.

Hal; you can imagine scenarios in which you extract it and try to use it separately.

Bob; in that case the extractor could sign the SAML assertion before passing it on.

Paul; a symmetric key signing mechanism would be very interesting.

Everyone; XML Dsig specifies a symmetric-key signing mechanism.

Paul; but SAML only talks about the asymmetric-key signing mechanisms.

Prateek; SAML just says it uses Dsig, not what parts of Dsig

Joe; in order to make this work, it looks like we may need symmetric-sigs

Bob & Paul; not necessarily. You could let Keberos handle the signing.

Prateek; question: is 2.5 and 4 the same thing.

Bob; no. The effort to do something in the SOAP env is a separate thing. Whatever we do in SOAP needs to be palatable to Microsoft.

4. Attribute assertions from Active Directory.

(general agenda bashing)

Bob; is SOAP the most important thing we can work on.

Paul; Web Browsers are the one everyone pays attention to.

5. Unmodified Web Browser (KDC assertion source)

Prateek; restates progress so far.

Paul; we need to figure out how to make this as natural and simple as possible. Doesn’t want to just “mash the two systems together”.

Bob; thing for Paul to do is look at the Web Browser profile.

Joe; who would be interested in providing a clearer proposal here? Subgroup? Somone?

Don; what about the modified browser case?

Paul; the modified browser case looks a lot like SOAP.

Joe; who’s joining me:

Gil; just send email to Joe.

Bob; three topics, SOAP, Unmodified Web Browsers, Trust Models.

Don; when I say “modified browser” there are two ways: “the future browser”, and plugins.

Bob; if we have Microsoft in the room, why don’t we try to get the next version of “the browser” to incorporate the stuff we need.

Paul; there is a question of adoption rate, “other” browsers, etc.

Joe; take the whiteboard, prioritize it, and create a tangible subgroup

Prateek; I am puzzled at the inclusion of the “trust model” issue. This seems like a topic to be tackled by the SSTC at large and not this subgroup.

Joe; there is an overlap. There is the issue of the Keberos trust model and how it relates to SAML and there is the issue of the SAML trust model as a whole.

Jeff; Bob, can you restate your topics?

Bob;

1. Web Browser profile support for Kerberos

2. SOAP security architecture

3. Trust model (how do you depend on the Kerberos trust model – later how do we specify the SAML trust model)

Hgn bmjmhyugjhmku, (note, the sort of text appearing at the right is caused by the editor smashing his head against the keyboard).

10:18 AM break

10:43 AM end-o-break

Gil; what is the impact of the Kerb stuff on the 12/1 deadline?

Joe; Kerb stuff will not be ready until after 12/1 deadline.

Simon; so when?

Joe; we need to investigate and find out.

Don; one could put pointers in the core SAML to this ongoing work.

Marc; so the Kerb stuff won’t be part of 1.0?

Joe; no. Pointers and discussion maybe, but no normative text.

Prateek; (draft-sstc-bindings-model-05, line 204)

Paul; (line 246 (note this also applies to line 275)) have you checked that Transfer-Encoding is not required?

General discussion of issue. Vast majority of HTTP client libraries support Transfer-Encoding.

Jeff; RFC ??? says Transfer-Encoding MUST be supported.

Paul; unless there is some out-of-bound agreement between the client and the server and given that you have no control over client libraries, forbidding the use of Transfer-Encoding may break the spirit of the HTTP spec.

More general discussion of this issue.

Eve; suggests that binding committee fix this

Irving; do we want to specify the charset? Suggests it should be UTF8.

Paul; this should be handled by HTTP. Since XML mandates UTF8, contents should be 8bit clean.

General discussion of this issue. Irving withdraws his suggestion.

Hal; issue should be discussed even if the answer is “this just works because . . .”

Paul; (line 269) “Host” is a request header not a response header.

Paul; Cache-Control headers etc. need to be investigated.

Simon; this is a known issue and already being handled.

Paul; are redirects prohibited?

Simon; its point-to-point

Hal; are you implying a methodology wherein each HTTP 1.1 header is examined and its status w/respect to this binding (allowed, disallowed, unknown) be made clear.

General discussion about re-directs. Re-directs and POSTs don’t work well together.

Hal; suggests that the above methodology be employed.

Simon & Prateek; we did

All; yeah, but you didn’t write it down.

Paul; you should send this to the HTTP ???? for their comments and suggestions.

Hal; like “don’t use HTTP”?

Paul; if you have a SOAP way and an HTTP way the question will be “why do we need both”?

Irving: should we talk about this now or later?

Bob; lets look at both the HTTP and SOAP bindings and come back to this question?

Bob; (line 276) what threat are we addressing by making the client be authenticated?

Prateek; you should not have a SAML conversation with someone you don’t know.

Hal; there are a couple of issues; audience and privacy restrictions. You could have a policy towards unknown users.

Bob; not every assertion is going to require authentication

Prateek; strategy was to start very restricted and loosen up only gradually.

General discussion of this issue.

Marlena; it seems possible that an Authority may wish to have a policy for an unauthenticated requester and the current text rules out that possibility.

Prateek; should the binding call out acceptable ways for the client and server to authenticate each other and not call out whether this is necessary or not?

Bob; suppose I want to create a bearer token with no audience restriction. It seems that there are a lot of entities that could use that token but, under this binding, there is no way to get this token.

Prateek; you need to address this at the profile level

Charles; (some point that I don’t understand)

General discussion about what bindings do or don’t do.

Paul; there is an ambiguity in the phrases “request” and “response” we should make it clear that these are “SAML requests” and “SAML response”

Gil; this binding disallows the formation of any meaningful policy towards unauthenticated clients.

Bob; general statements about the inadvisability of complicated negotiation protocols to figure out if you need to sign or not sign. Leave this binding alone (call it the “real tight” binding). If you want another, loser, binding you can define that.

General discussion about whether this really required “complicated” negotiation protocols, how HTTP supports mutual authentication, SSL, etc. Discussion veers towards issues of “mandatory to implement” and “mandatory to deploy”.

Bob; either we should either give people all the flexibility that HTTPS allows or we should restrict them to a single option. Defining a subset of what HTTPS allows is the worst of both worlds.

Prateek; proposal: server must have cert; client can have nothing, basic, digest or cert.

Hal; is client only required to implement one or all?

Prateek; client is only required to implement one.

Hal; lets move on, we don’t even know if we are going to keep this binding.

Paul; use of digests (since requester is not necessarily a human being) can use really nasty keys so this is both fast and secure.

Hal; provided you have a secure place to keep the keys

(line 296)

Hal; requirements group called out need for XML Encryption

Jeff; two issues, confidentiality on the wire and confidentiality on disk; this does not address the second issue

(line 312)

Hal; what about error code 401

Prateek; that is an outgrowth of supporting Digest authentication

Irving; what a bout ill-formed SAML requests

Jeff & Prateek; this should be a “success” at the HTTP layer, but and error at the SAML layer

Ever; (line 315) why “SHOULD NOT be a SAML message”.

Prateek; the only case where you should consider the SAMLishness of a message is iff the HTTP layer returns a success

All; change wording of line 315 from “SHOULD NOT be a SAML message” to something along the lines of “the requester MUST NOT interpret the results as a SAML message”. These comments apply over the entire binding.

Gil; maybe we should add some text about what it means to “interpret something as a SAML message”

General discussion about what anybody does with these assertions. All the SAML spec says is “you get an assertion”. What you do with that assertion is unspecified. Therefore, what does it mean to “interpret the SAML message.” Perhaps this is covered in the profiles.

Bob; (line 329) Under what circumstances could this be generated? Authority crashes?

(line 337 – SOAP Binding)

(missed some discussion)

Bob; (line 376) I don’t understand what this means, are you talking about the SAML query and response or are you talking about the SOAP message which carries the query. Need clarifying test on this issue.

General discussion about the need for namespace qualifications.

Eve; Text is “SAML elements must be namespace qualified”.

Irving; do we want to cover ourselves by defaulting.

Eve; there is no namespace-aware XML parser that can ?????

Simon; should we carry this over into the HTTP Binding.

Prateek; there is no issue of namespace collision in the HTTP space.

Eve; can we apply it to all bindings?

General discussion about where the restriction should be placed. Consensus seems to be that this should be placed in the core so that it will apply to all bindings.

Eve; either use “saml:” everywhere or explicitly specify the SAML namespace as a default.

Irving; you should never have to infer from context whether or not you are using the SAML namespace.

Eve; for instance, it is possible to specify that “SAML processors should infer the SAML namespace”. We don’t want to do this.

Bob; (line 131 “core”) says that SAML should be inferred

PHB & Eve; that’s for examples only

Action agreed; the core spec will state that all elements need to explicitly call out the SAML namespace.
Bob; (line 387) (some point about arbitrary headers)

Simon; it is not clear from the text what we are doing about intermediary processors. If this is really meant for point to point we should add text that calls out the this binding does not allow intermediaries.

Chris; (seems generally uncomfortable with the idea of disallowing intermediaries).

All; there is difference between intermediaries at the SOAP level and intermediaries at the SAML level.

Charles; (hates to bring this up) is there ever a case where we might want to include assertions from the SOAP profile in the SOAP binding.

Jeff; these two issues are orthogonal.

General back and forth about interaction of SOAP profile and SOAP binding. Prateek seems to agree that, where security considerations are concerned, these two areas begin to overlap.

Don; where does the SAML information show up, header or body?

Prateek; since this is the binding (and not the profile) the SAML information is being carried in the body.

Bob B; (line 403) does SOAP give you the ability to figure out the request that you have received a response to?

All; this is defined in the SAML core.

Prateek; (lines 412 – 420) need to make clear the difference between the SOAP level and the SAML level

Bob; (lines 412 – 420) should make explicit the SOAP fault codes and state that you must use these and none other

Hal; this can be done with a reference to the appropriate SOAP specification (we don’t have to list all codes)

Bob; (lines 424 – 432) if all of these are mandatory then it should be made clear that conforming implementations need to support all of them.

General discussions about SOAP confidentiality (ed; I missed most of this as I reached an epiphany about the difference between “profiles” and “bindings”)

Bob; (lines 433 – 439) most protocols do not require confidentiality on all messages. If we are going to impose this then we need to provide a justification.

Prateek; this isn’t a MUST, its just that if you are going to do confidentiality, this is the way you should do it

General discussion about normalizing the HTTPS support text across all bindings (modulo the discussion about whether the HTTP binding should exist at all).

Mime type discussion

Irving; most web servers have plenty of capabilities to look at the MIME type and hand off to the appropriate processor.

Prateek; is there any reason, aside from the inconvenience of registering another MIME type, for us not to use a separate MIME type?

Bon; just “xml” seems to vague.

Simon; you can just hand off to an XML processor which, once it sees that it is dealing with SAML; would hand off to SAML

Irving; I would rather not assume that my XML processor was that smart

Simon; doesn’t have a problem with this but, in general, is every *ML supposed to register its own MIME type?

More general discussion. Everyone seems more or less okay with the idea of adding a SAML MIME type, but there are little things that bother some people.

Bob; if we are going to do something else for routing, perhaps just using “xml” is the correct thing to do instead of polluting the MIME namespace

Irving; here’s yet another routing mechanism to get wrong

Bob; think about sniffer vendors. If we did create a new MIME type, how would the sniffers know to display SAML messages as XML?

General consensus is that we need more investigation on the issue of whether we should register a new SAML MIME type.

12:09 PM

Open issues:

1. Do we need both an HTTP binding and a SOAP binding?

2. Within the SOAP binding should we allow/mandate the use of the SAML profile to secure the communication?

DfI (Dude from Indentrix): (worried about ???)

Hal; (summarizes potential issues)

Irving; this is not a SOAP binding, this is a point-to-point, SOAP-over-HTTP binding.

Prateek; (objects a litte)

Irving; points out all the weird permutations of SOAP

Prateek; (now agrees)

Irving; so do we want to go all the way an support all SOAP flavors or perhaps we should just use the HTTP binding?

Charles; could it be any thing other than SOAP? Do we absolutely have to do SOAP?

Prateek; we can just do HTTP

Irving; SOAP is still working on security mechanisms. They could ignore us.

Jeff; this isn’t any worse than HTTP

Irving; “they” could make it worse by mandating something that really hurt us.

Simon; (weighs in for both HTTP and SOAP) purists will point out the SOAP can be carried directly on top of TCP/IP

Hal; would it be ok to specify that only SOAP/HTTP could be used?

Bob; (has complete confidence that we can specify an HTTP binding that works). As far as the SOAP binding is concerned:

1. There are likely to be requesters that have HTTP, but not SOAP, capabilities.

2. If we do go with SOAP, we should go with a more general form of SOAP that allows intermediaries to forward SAML requests and responses. Ruling out intermediaries limits us in the future.

Irving; point-to-point SOAP over HTTP is nothing more than a complicated HTTP binding. The more restrictions we put on SOAP the further we get away from any of the SOAP benefits.

Hal; if we do only HTTP people will say “why didn’t you do SOAP”, but if we do SOAP-over-HTTP people won’t say “why didn’t you do HTTP”

Jeff; we can’t just sweep intermediaries under the rug. We can say “MUST NOT” but the need is too great, and developers will break this rule.

General discussion on intermediaries. Classifications of intermediaries, etc.

PHB; We at Verisign are looking at models of implementing SAML. These models tend to use referrals, etc. Agrees that “MUST NOT” will not prevent people from using intermediaries. Raises problem of circular referrals. Claims this needs a “time to live” feature.

Bob; HTTP redirection was invented for a reason. This is a very common business requirement.

PHB; its not just redirection

Bob; the need for this kind of thing is so great it appears in things like redirection

Chris; problem is that we are restricting everything to point-to-point communication

Prateek; then we need to do the work of specifying a SOAP binding that is robust in the face of intermediaries.

Chris; are we only interested in SOAP as a transport protocol

General discussion about some of the problems involved in supporting intermediaries. On of the issues is that SOAP itself does not have its act together in this area.

Tim M; (missed this)

Irving; with HTTP we can conveniently reach out of the transport level with HTTPS. With SOAP there isn’t yet a way to specify “by the way I would like end-to-end data integrity on this channel”.

All; this is actually coming along (some mention of ebXML).

Irving; so we just need to say “use the SOAP end-to-end confidentiality service” and we’re done.

All; its not that easy.

Simon; (irrelevant question about PHB’s comments on referral models and chain models)

PHB; (irrelevant comments about referral models and chain models; “live lock”)

Prateek; (puts an end to this discussion)

PHB & Simon; (fight back)

I9o8kujo7jkil.j,hndfgcjsd,kcsj,mhdcfju,hds

Simon; in all of this discussion there are no intermediaries at the SOAP level.

Irving; what do the SOAP signature people say about this.

DfI; very little

PHB; the note that’s before the W3C, the authors deny having seen the note

Hal; when we say SSL are we including TLS?

12:30 PM <break for lunch>

1:34 PM <return from lunch>

Brett Hartman; welcome stuff

Eve; XML Schema techniques: issues and recommendations

Hal; (on assertion requirements) (notes the absence of the mention of future versions of SAML)

We need to add an issue that deals with blocking the substitution of various core SAML elements.

Chris; Problem with substitution groups is that, if you don’t have the schema that defines the thing that got substituted, you know very little about that element other than its most basic type. Any type between the base and the leaf is unknown to me.

Eve; In principal I would like to see three native assertion types (AnA, AtA, AdA). Extensions to these types should use attribute values to contain their extensions?

Eve; Consensus poll, native elements should have native constructs. Non-native elements do not get their own elements.

Charles; This alleviates my fears of getting something that I don’t know what is.

Irving; How do you add more native types?

Eve; By revving the SAML version number.

PHB; Agrees with Chris’s requirements but disagrees with the mechanism.

Eve; Call substitution stuff “the principal of greatest partial understanding”.

Eve; Do not use any for extensibility.

Eve; We need to examine all the SAML types and see which ones we want to allow to be extended and which ones we do not.

Jeff; Are we presently using only global elements?

Chris; No, there are some elements that are defined locally. These generally appear within other elements where we thought would not be used that often.

General consensus that every element should be global.

2:34 PM

PHB jumps ahead to “Schema Structuring Issues”

General discussion on PHB’s recommendation to push what we currently know as “assertions” down in the hierarchy and rename them as Statements (other title is “Claims strikes back”).

2:50 PM

PHB re-starts the Core presentation

PHB; Maintains that “most” of the semantic issues have been settled.

Marlena; Wants to discuss Artifacts, Assertion Handles, etc.

PHB; Was hoping that had been redefined as a binding problem.

Joe; Discussion yesterday threw it back into the core camp.

PHB; Need text that specifies what an application is supposed to do if the version is not “1.0”.

Bob; Text should read “If the version is not equal to ‘1.0’ the application should return a ‘do not understand’ response.”

Hal; Who’s behavior are we specifying here? Clients? Servers?

General; We are talking about what happens with requests?

Hal; General assumption is that servers change first.

(there appears to be little consensus on the scope of this issue)

Hal; Is the XML namespace question a separate issue from the versioning problem?

Prateek; We need a versioning architecture. Once we have that we can decide whether XML namespaces can provide the stuff we need.

Bob; I fail to see how XML namespaces can do anything but make versioning harder.

PHB; Extension issue.

Marlena; It seems natural to me that servers should return attributes that the client does not understand. The basic question is “so what”?

PHB; Its not specific attributes, it’s the set of attributes.

Marlena; Its still simple for a client to toss the attributes it doesn’t understand.

Chris; There are actually two questions here. How do I tell you what extension schemas I understand? The other case is that we have these “anys”. It is possible that a server could send you a message with an attribute you don’t understand, you just can’t do anything with it.

General discussion about why the client would need to inform the server about what extensions it understands.

Hal; Other semantic issues. More detailed description of processing rules. Elements have been added that where not part of the F2F #3 consensus. There are other elements that people want added that have not been added.

Simon; What is protocol for adding new elements (now, before SAML 1.0 is done).

Chris; Some elements where made type “string” as a punt. We need to revisit some of these and that affects the whole element/attribute debate.

PHB; Would like to avoid “private structuring agreements” in the areas where we currently have strings.

Schema Analysis

General discussion of AuthenticationMethod vs. SubjectConfirmattionMethod

Hal; Why aren’t Namespace and Action grouped together?

All; Because David O. made us take it out.

Hal; Can you have multiple Namespace/Action pairs?

PHB; No. “You have UNIX read and VMS write” is a little fake.

Discussion about whether Actions should be a list off of Namespace. Enumeration rears its ugly head. This is an open issue.

3:21 PM break

3:42 PM return from break

<Conditions\>

PHB; Currently “Conditions” element is specified as a “Condition” type instead of a “AbstractCondition” type.

Prateek; There is a reason for this. There was an element named “AbstractCondition”. Instead of sorting that out carefully we just made “Conditions” of type “Condition”.

<Subject\>

Bob; What does SubjectConfirmationData do?

PHB; If ConfirmationMethod is “SHA-1 of password” the actually SHA-1 hash of the password would appear in the SubjectConfirmationData.

Eve; It feels like SubjectConfirmationData should be an attribute of ConfirmationMethod.

Irving; (missed it – too bad ‘cause everyone said “Ah!”)

Bob; SubjecConfirmation is missing a bunch of stuff that we agreed upon in F2F #3. It also contains the possibilities for a bunch of stuff we didn’t discuss and generally have no requirements for.

Marlena; (stuff that I don’t get so I can’t describe)

Tim M; That’s in Section 4.

PHB; There’s a placeholder in Section 4.

(Back and forth between Marlena and Tim)

Jeff; We might want to jam in a Keberos TGT in the SubjectConfirmationData.

Marlena; There is no way to go from the Artifact and relate it to a Subject in order to retrieve an Assertion.

Prateek; There is a missing “lookup by Artifact” function. I don’t see why this has to go in the Subject.

Marlena; Phil seems to think it should go in the Subject.

Bob; Its important to be clear about what ConfirmationMethod does. It is there to protect against the man-in-the-middle attack. We want to prove to the RP that the Assertion refers to the “correct” Subject.

PHB; That was one of the reasons this element was put in. If we are using PKI (missed the rest). If someone wants to include an authentication scheme they need to write the text to describe it (examples “bearer” and “artifact”).

(Back and forth between Bob and PHB. Chris has already written a description of the ??? authn scheme).

General discussion about the idea of putting the Artifact within the Subject. It should be optional but it makes some things easier.

Marlena; There’s “Subject” in the Assertion and “Subject” in the query (more confusion)

PHB; We need to write the text for section 4. (some suggestions for other kinds of SubjectConfirmationData)

Prateek; There has been some discussion about the ability to look up an Assertion by Artifact. The Assertion so obtained will be a bearer Assertion. May need to lump together ConfirmationMehtod, SubjectConfirmationData, and dsKeyInfo.

Bob; bearer, ???, and “holder of key” (totally lost thread). We might have only four “high level” types and use some other mechanism to enumerate the other kinds of challenges and the data used to meet them.

Irving; SubjectConfirmation is a layering violation. It buries important data inside the Assertion. This data depends upon protocol thingies that happen at a much higher level. Can we create a world in which there are no bearer assertions?

Bob; We might be able to create such a world, but would we want to live in it?

Marlena; The Artifact is the bearer assertion, not the Authn Assertion. The Subject in a query is different from the Subject in an Assertion (Hal – NO)

Chris; In general, the Subject elements purpose is to identify the party to whom this Assertion applies.

All; TRUE

Chris; This can be done “by name”, “by reference to another assertion”, or “by subject confirmation”.

Bob; NO. Subject confirmation is there to prove that the Subject is valid.

Chris; SubjectConfirmation seems to belong somewhere else. My understanding was that we could use “holder of key” to indentify.

Bob; You can still do that, but you don’t have to use SubjectConfirmation.

Prateek; Chris wants to use KeyInfo to identify someone.

General discussion about how you use keyinfo, certs, etc. to identify a user.

Hal; This is broken because we are using NameIdentifier in two different ways. The first way is to figure out who this Assertion refers to. The second is when SubjectConfirmation actually identifies the Assertion but we need NameIdentifier to find other Assertions that refer to the same subject. Two distinct semantics, one element. This spells Trouble (with a capital T).

Joe; Entertain proposals on how to resolve these issues.

Hal; Would like to see scenarios for how Subject is used.

Ron; (some question related to the way X.509 identifies users)

Bob; Rather than scenarios, I would like to write definitions of the fields.

Hal; Will write scenarios

Marlena; Agrees to ramble on and on about artifacts.

Joe; Take it to the list and we’ll try to close the discussion on the next concall.

Marlena; Question for Phil: what else can we query on.

PHB; Coming up next.

Hal; If you are going to query by Artifact, you don’t do it by Subject. The same way that you can ask for an Assertion by ID you should be able to ask for an Assertion by Artifact. This means the Artifact doesn’t need to be in the Subject.

PHB; There is a security problem here. The Artifact is really a password that is used to identify the user.

Marlena; It is not an alternate way to identify a Subject, it is a handle to an Assertion.

Hal; This is why we have impersonation counter-measures.

Irving; Multiple NameIdentifiers are dangerous (general consensus that this is true).

PHB; (reasons why this is so – missed them)

Marlena; What is the use case?

PHB; Alice may be “AliceJ” at one site and “Alice45” at another. Its nice to have an Assertion that talks about both of these Alice’s.

Joe; So Irving, how do we fix this?

Irving; Perhaps change the cardinalality of NameIdentifier to “1”.

PHB; Perhaps subtype Subject into “NamedSubject”, “ConfirmedSubject”. Perhaps we should also put a query specifier that says “the subject of this assertion is the subject identified by this query” (everyone hates this).

<AuthenticationLocale>

(Minor nibbly points. Same tired arguments about identifying by IP and DNS name.)

Chris; Can whoever thinks this is a good idea tell us why?

Prateek; Decided at F2F#3 that we would do this to satisfy simple-minded idiots.

Charles; In a Web browser pull. After the RP gets all the info it needs. It needs to set a cookie so that the WB can be redirected to the original request. Its nicer if we can get the IP in the cookie and the IP from the AnA to agree.

Prateek; I thought we called this “EntityLocale”.

(everyone likes “locale”)

Irving; Locale means to many things to too many people.

Hal; Would you prefer “location”?

Simon; Basic reason for this element is to point to the place where the authentication was performed. In other cases it might be useful to point to the place where the AttributeAssertions reside. This highlights the need for some type that can refer to where Authorities reside.

(General consensus is that Simon is wrong. This element refers to the “alleged source address”)

<Attribute>

PHB; (generalized David O bashing)

Prateek; (thinks David O is right that Attributes must have values)

PHB; Need an AttributeDesignator element as base. Query on AttributeDesignator. Attribute is an AttributeDesigntor extended with a value.

<Request>

Hal; Note in passing. Third alternative is for Request is Artifact. This allows you to query by Artifact.

Marlena; (general stuff on different types of Artifacts)

Prateek; Are you proposing that the Shib profile be a formally supported Artifact type in SAML.

(general discussion of Artifact types)

Gil; (points out that the Dynamic Session stuff will need another type of Artifact)

Prateek; I am concerned that this is a major issue.

Marlena; Making a formal request that we create another Web Browser profile that retrieves an Attribute Assertion rather than an Authentication Assertion.

(Marlena & Prateek go round and round about the request for another profile)

Joe; Write up a proposal for what you are looking for so we can analyze it properly. Action item to Marlena.
Charles; (more stuff that I missed)

<QueryAbstractType>

PHB; general rant against “AuthorizationDecision”

Hal; The reason we use AuthorizationDecision is that many people use the term “authorization” to mean the thing that we call an “attribute”.

PHB; CompletenessSpecifier needs to have the “All” enum value changed to “AllOrNothing”.

Eve; Could we rename the CompletenessSpecifier to something simple like “Filter” or “Mask”.

(general discussion about the need for CompletenessSpecifier)

PHB; Maybe this element should be an attribute and we can define the default value of the attribute.

(more discussion about the requirements that are driving the need for a CompletenessSpecifier)

PHB; The effort here occurs in the service and not the client.

Irving; But the client has to figure out which CompletenessSpecifier it wants.

Hal; Your making the same mistake that I made when ….???

Simon; (sorry totally missed the point – something about “on who’s behalf is this query being made”.

PHB; Queries are point-to-point.

Simon; What about indirect queries that are made on your behalf. How is the CompletenessSpecifier propagated (is any of this making sense to you?)

Chris; This is out of band. There is an implicit assumption in all of these queries that (missed the rest – something about the policy regarding whether or not an Authority should respond to the query)

Hal; We never made a decision about the specification (or lack thereof) of who is making the query.

Prateek; This has been out of scope from day 1.

Hal; That’s not what I’m talking about. The policy was deemed to be out of scope, but the identification of who is making the query was never discussed.

All; The identity of the entity making the query is made visible in the protocol binding.

(General discussion about the semantics around partial results. “All or nothing” means just that. Not “all or nothing” means I am willing to accept partial results. Should this be binary? What about the mysterious “third way”?)

Simon; What if you are make an authorization query. Where do you put the additional evidence.

Charles; That’s Advice.

Everyone; No, that’s “Evidence”.

PHB; Do we want to allow for an evidence container on the request.

Hal; Simon wants to provide some additional information that will be needed to make the authorization decision.

Charles; Why can’t you turn the information into an Assertion?

Simon; I’m not an asserting party. I don’t have the (keys, certs, etc.)

Hal; This is much more complicated than simply adding a couple of place holders. SAML 1.0 can work without this.

Charles; You are comfortable with name/value pairs but you don’t want to wrap them in an Assertion? Why not?

Simon; Because I am not an asserting party.

Hal; (explanation that seems to satisfy everyon – but I missed it)

PHB; The only place where you can provide evidence is an Attribute Assertion query. This is broken. Evidence should be allowable for all queries.

Charles; AnA queries and AtA queuries don’t need evidence. We can also supply Assertions for AdA queries. There are other kinds of queries that need evidence that is cannot (or should not) be provided as Assertions.

Bob; Call these “request attributes”.

(more general stuff)

Bob; The ISO authorization model specifies everything you would need to make an authz decision (enumerates attributes). We should look at the ISO model.

(total breakdown of all civilized behavior – impossible to track)

Charles; This open-ended door for “request attributes” will be misused by the unholy to form ghastly requests that totally violate every known standard of human decency.

Hal; They will do that in any case, so why worry.

(more discussion about the ISO model and the various types of attributes available).

PHB; Core 16 will add a placeholder to use as a discussion point.

(General discussion about where this should go and what it should look like.)

Chris; Worried that this open-ended input will create little islands of incompatible implementations.

PHB; This is the way the world works. What’s the problem. I would rather have people to blow out the spec than produce a weird offshoot.

Hal; What do you need from a decision assertion that would satisfy your requirements?

PHB; Not bound to a specific transaction and not bound to a specific (I’ve lost it)

(stuff missing)

Charles; The reason we ended up in this mess is that Simon wanted to add arbitrary info to the Authz decision function.

Simon; True but I would be happy with Phil’s proposal (wherein the Authorization Authority returns a list of Assertions that inform the requestor that ???)

Charles; Need to address this as a change to the F2F#3 consensus about what an Authz query was supposed to look like.

Jeff; This needs to be addressed with a concrete proposal that we can all analyze and review. We are not going to make changes like this “on the fly”.

Action item to Simon: Need to write a concrete proposal that outlines the change to the nature of the authorization query.
Jeff; Notional changes need to be noted as action items.

PHB; Will produce a core-16 that just contains the notional and twiddles before any major changes to schema and protocols.

Charles; Would like to see ability for Authorities to provide helpful info about why certain requests failed. This would be really helpful during initial deployment when you can’t figure out why things aren’t working. This could/should be turned off in production.

Action item Charles: writer up a concrete proposal that details the why’s and how’s of this idea.
Hal; (missed)

Jeff; Proposals should call out things like “insert the following text at line X”.

5:27 PM <things wind down – agenda bashing for tomorrow>

