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Abstract 
 
TOSCA distinguishes between implementation artifacts and deployment artifacts. We sketch 
both kinds of artifacts in terms of concepts, use, and processing. 
 
 

Artifacts 
 
An artifact represents something that can be executed. The representation of the executable 
can be direct or indirect. A direct representation is something that is the executable itself, 
like a script, an EJB, a BPMN file, and so on. An indirect executable is a reference to an 
executable, like a URL of a resource that can be downloaded, an endpoint reference to a 
port (i.e. an implementation of a WSDL port type), and so on. Also, the nature of an artifact 
is of importance, which indicates the execution engine that is needed to perform the 
artifact; for example, is the artifact an EJB, a Python script etc.  
 
This kind of representation as well as the nature of the executable itself is specified by the 
type attribute of an artifact. The value of the type attribute is a URI. The URI should be 
designed to express the nature of an artifact. Here are some examples of proper URIs: 
 

 The URI http://oasis-open.org/TOSCA/artifactTypes/PHP denotes an artifact that 
represents a php script  

 The URI http://oasis-open.org/TOSCA/artifactTypes/BPMN2-0 denotes an artifact 
that represents a process model that is specified in BPMN 2.0 

 
The content of the artifact itself depends on its type. Typically, beside the artifact itself 
additional metadata will be contained. This metadata might be needed to properly process 
the artifact. For example, this metadata might specify whether the executable itself is part of 
the content or a reference to the executable is given. The data that is allowed as content of 
an artifact is defined jointly with the URI value  
 

Implementation Artifacts and Deployment Artifacts 
 
TOSCA distinguishes two kinds of artifacts: implementation artifacts and deployment 
artifacts. An implementation artifact represents the executable of an operation of a node 
type, and a deployment artifact represents the executable materializing instances of a node. 
For example, a REST operation to store an image may have an implementation artifact that 



is a JAR file. The node type this REST operation is associated with may have the image itself 
as a deployment artifact.  
 
The major part of the syntax of an implementation artifact is as follows: 
 
1  <ImplementationArtifact operationName="string"  

2                          type="anyURI">  

3        artifact specific content 

4  <ImplementationArtifact> 

 
The operationName attribute of an implementation artifact specifies the name of the 
operation the artifact is associated with. Note, that for a given operation multiple 
implementation artifacts but with different types may be defined. For example, a script 
operation for allocating storage might have one implementation artifact that is a BAT script 
for a Windows environment, and another implementation artifact that is a Perl script for a 
Linux environment.  
 
The syntax of a deployment artifact is as follows.  
 
1 <DeploymentArtifact name="string" type="anyURI"> 

2        artifact specific content 

3 </DeploymentArtifact> 

 
A node type or node template may have multiple deployment artifacts associated with. For 
each deployment artifact of a given name, multiple deployment artifacts may be defined but 
with different types.  
 
 

Difference Between Implementation Artifacts and Deployment Artifacts 
 
The fundamental differences between implementation artifacts and deployment artifacts 
are twofold, namely 
 

1. when the artifact is deployed, and  
2. who the artifact deploys.  

 
The operations of a node type are in charge to perform management actions on (instances 
of) the node type. The implementations of such operations are typically provided by 
implementation artifacts. Thus, the implementation artifact of the corresponding operation 
must be deployed in the management environment before any management operations can 
be started. In other words, “a TOSCA supporting environment” (i.e. the so-called TOSCA 
container) must be able to process a set of types of implementation artifacts to later execute 
those management operations. One such management operation can be the instantiation of 
a node type. 
 
The instantiation of a node type can require providing deployment artifacts in the target 
managed environment. For this purpose, a TOSCA container supports a set of types of 
deployment artifacts that it can process. A service definition that contains (implementation 
or deployment) artifacts of non-supported types cannot be processes by the container 
(resulting in an error during import).    



 
The next figure depicts the major steps in processing a service definition:  
 

During import of a service template, all its artifacts are stored in the environment. Next, the 
implementation artifacts are deployed by the container (step 1 in the figure). After that, the 
operations of a node type are bound to their deployed artifact (step 2), i.e. the operations 
are now ready for being executed. As a result the operations can now be used (step 3), e.g. 
they can be invoked by programs or as implementations of tasks in plans. Some of these 
operations will be in charge to process the deployment artifacts (step 4), i.e. they may 
retrieve a deployment artifact from the storage provided by the environment and process it. 
After that, the instance of the node type is ready for use.  
 
 

Specifics About Implementation Artifacts 
 
An implementation artifact must typically make assumptions about the environment it is 
running in. These assumptions are specified in the RequiredContainerCapability elements of 
the implementation artifact.  
 
For example, an implementation artifact performing the deployment of an image typically 
must retrieve the image from an image library available in the environment. This access is 
achieved by using the interface of the image library. Since an implementation artifact 
assumes the availability of a concrete interface for such a library access it specifies its 
assumption about this in one of its RequiredContainerCapability element (see next XML 
snippet).  
 
1  <ImplementationArtifact operationName="string"  

2                          type="anyURI">+  



3        <RequiredContainerCapabilities>? 

4          <RequiredContainerCapability capability="anyURI"/>+ 

5        </RequiredContainerCapabilities> 

6              artifact specific content 

7  <ImplementationArtifact> 

 
The actual required capability is specified as value of the capability attribute of the 
RequiredContainerCapability element. This value is a URI denoting the capability. For 
example, an implementation artifact that can access images in Amazon’s S3 storage by 
means of the corresponding SOAP API may use the URI http://oasis-
open.org/TOSCA/artifactCapabilities/S3SoapAPI. An environment that does not support a 
required capability of an implementation artifact should not deploy the implementation 
artifact.  
 
 
 


